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Abstract
One of the greatest challenges faced nowadays is engineering the machines to
understand and mimic the human brain and its intelligence. To that end, in recent
years, there has been an increasing interest in the Data Mining field and Natural
Language Processing. Data Mining solutions approach handling data whenever
patterns can be determined while the Natural Language Processing solutions are
programmed to manage the content from text-based input. To give information
meaning a great amount of processing is needed: collecting data, analyzing,
processing and storing it. For that reason, databases evolved from managing the
traditional structured content to being able to store and access the unstructured
content – relational to non relational databases. The purpose of the transition is
formulated as being able to query any type of content such that the response offered
to the user is complete, accurate and exists for any research question. The
completeness of the answer is accomplished not only from querying a single source,
but combining the information stored across different data sources. To formalize the
above stated challenge, the following interrogations need to be answered:
 What is the problem that needs to be solved?
 How is the data represented, stored, analyzed, and processed?
 Where to find the additional knowledge that needs to be included?
The challenge that we are tackling in this research is designing a methodology
with a complete solution that targets the unstructured data from the moment it was
produced up to the point where it was transformed into knowledge. The thesis
presents an in depth analysis of existing approaches for the major theoretical
problems approached. It also proposes a series of novel methods for data extraction
from unstructured documents, and an original selection and use of external resources
for data filtering and classification. The thesis proposes an original solution for
automatically structuring text-based documents by identifying the relevant concepts.
We claim the originality of our proposed strategy by mentioning the shortage
of research in this specific area. Thus, our attempts to compare our complete
approach with similar solutions from literature failed. Nevertheless, while the solution
we propose is includes several stages, we were able to compare the findings in each
particular stage with similar solutions from literature. We address the limitations of
the research to the availability of annotated unstructured data to be used in
evaluations.
Keywords: machine learning, decision support system, relation identification, medical
assistive decision support system, electronic health record, knowledge base
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Figure 0-1. Word Cloud illustrating the frequency of the concepts used throughout the
thesis.
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Introduction

When designing an NLP solution, information regarding words, language,
and subjects is mandatory to be able to transfer the knowledge form the human
to a language understandable machine.

Knowledge extraction from unstructured documents is an important task in
the development of support systems. In this attempt, structuring documents and
identifying relevant items in free text is the first challenge which in turn faces, among
others, the difficulty of designing solutions that are both domain and language
independent. Extracting information and knowledge from narrative documents in free
format does not only enhance the knowledge bases, but allows for designing new
applications for (semi)automated decision systems and improving the quality of
existing systems.
Natural Language Processing has been widely used to extract information from
unstructured or semi-structured documents. Throughout this thesis the term NLP
refers to Natural Language Processing. The most significant sources of errors in the
information extraction process are produced by the following three data quality
aspects as stated in (Botsis, Hartvigsen, Chen, & Weng, 2010): (1) incompleteness –
missing information, (2) inconsistency – information mismatch between various or
within the same data source, and (3) inaccuracy – non-specific, non-standard-based,
inexact, incorrect, or imprecise information. Exact pattern matching approaches cover
few cases and are not that flexible. On the other hand, methods such as Machine
Learning algorithms are able to predict categories, group similar data into clusters and
extract knowledge from the raw data (unstructured documents), thus being more
suited for solving these varieties of tasks. But to make use of such techniques, the data
has to be processed so that that the possible sources of incompleteness, inconsistency
and inaccuracy are narrow.
The manual exploitation of the text documents for searching purposes is not
feasible due to the heavy increase of data, especially in unstructured format. In the
attempt to exploit the unstructured documents, several challenges arise. Usually the
documents are in unstructured format, contain acronyms, abbreviations, domain
specific terms, and language. Text preprocessing steps are needed to convert these
documents into a format that can be easily exploited by machines for knowledge
inference purposes. Also, the documents need to be structured and the relevant
information identified. Understanding the context and being able to identify the word
meaning in case of polymorphic words are only a few of the challenges a knowledge
extraction system faces.

1.1 Objectives
Building a solution that is able to interact with the humans and assisting them
every day on specific activities requires a good understanding of the problem that
needs to be solved, a clear strategy, and research. When the problem is exploiting
5
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unstructured data, and moreover, in free text format, the challenges are manifold.
The objective of the current research deals with proposing solutions to some of the
challenges that are encountered in the following contexts: (1) applying a supervised
or unsupervised learning methodology for mining data, (2) handling and processing
structured and unstructured data, (3) selecting a general solution that is both
language independent and (4) can be used irrespective of the domain. To evaluate the
impact of such a solution the costs, the feasibility, practicality, and effectiveness need
to be covered.
When designing an NLP solution, information regarding words, language, and
subjects is mandatory to be able to transfer the knowledge form the human to a
language understandable machine. The knowledge transfer is completed by the rules
defined in the knowledge bases. (Bates, Bobrow, & Weischedel, 2006). Difficulties
arise, however, when an attempt is made to build a generic NLP solution. A
comparative approach is presented in the following to point out the benefits and
drawbacks of each solution.
(1) Supervised vs Unsupervised Learning
Machine Learning represents the ability of a computer to convert raw data into
patterns allowing the applications to make informed decisions and classifications.
Simple ML algorithms allow the classification of data into positive and negative
classes, allow the predication of stocks or prices, or the likelihood of an event to
happen, such as buying a product – supervised learning, or cluster data based on
similarities and properties – unsupervised learning.
In a data-driven decision-making problem, the specific purpose may not always
be clearly expressed from the beginning. For example, a question such as “Do the
students in a class belong to different groups?” has no specific purpose, thus requires
unsupervised techniques. Grouping the students into categories such as grades,
interests, address, or eye color remains entirely up to the unsupervised solution,
which cannot always lead to the expected output. A supervised method, on the other
hand, gives more informed results as the purpose of the search is known from the
beginning, represented as input. Considering the above mentioned example with the
students, a supervised problem could be stated as follows: “Are all the students in a
class going to graduate this year?”. This question has a specific purpose that is to
classify the students into two groups based on the likelihood that they are going to
graduate. Not only the problems requiring a supervised approach are easier to solve,
but their result is easier to be understood. (Provost & Fawcett, 2013).
There is a number of important differences between supervised and
unsupervised learning methods. A comparison between the benefits and drawbacks
of each type of learning is presented in Figure 1-1 and detailed in the following. While
a supervised solution has good performance, it requires large amounts of labeled data
that may not always be available. On the other hand, in an unsupervised solution, the
data does not need to be labeled, but the performance is poorer.
The target of unsupervised learning is to group data without having specified
a dependent attribute, thus proposing a description for the structure of data. On the
other hand, the goal of supervised learning is to discover relations between the
attributes (independent variables) and a target attribute (dependent variable)
(Maimon & Rokach, 2010).
6
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Not only the process of manually labeling data is labor intensive, time
consuming and involves monetary costs and sometimes becomes even difficult to
achieve, but it is prone to human errors. The labor intensive character of the manual
labeling of data is presented by the authors in (Wiebe, Wilson, & Cardie, 2005). They
describe the difficulty of the annotation process and the costs involved for developing
an application that tackles the problem of opinion extraction for classifying sentences
as objective or subjective. The unexperienced annotators had to be trained for 40
hours. The actual annotation process took 8-12 hours per week for a time interval of
3 to 6 months for three trained annotators. The volume of data annotated in this time
interval was of only 13 documents comprising a total of 210 sentences. Another
example of such labor intensive manual annotation is carried out for creating the Yelp
dataset (presented in more detail in section 4.3.3.3). A number of 10000 reviews were
manually annotated by 6 researchers in 225 man-hours of work.
Supervised vs. Unsupervised Learning
Benefits
Drawbacks
Supervised

Unsupervised

Supervised

Unsupervised

Figure 1-1. Supervised vs. Unsupervised Learning methods: benefits and
drawbacks.
(2) Structured vs. Unstructured data
The massive amount of information that is relevant to businesses comes both
in structured and unstructured format, with a reported ratio of 20:80. These ratios are
debated by many researchers (Pritchard, 2012) (Barrenechea, 2013) (Grimes, 2008)
some dating back to the 1990s. The large coverage of the unstructured data gives an
in-depth analysis of the businesses, but storing and exploiting it is challenging. In
contrast, the structured data is organized, and allows for direct application of ML
techniques.
Structured data has been an object of research since the early 1950s (as shown
in the Google trends analysis). Approaches and methodologies for handling structured
data have been extensively proposed and exploited and a number of good practices
7
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have been established. Up to the current date, there have been significant progresses
in the direction of knowledge extraction form structured data. Nevertheless, handling
it can be problematic and costly on two dimensions: time and money, as the presence
of a domain expert is mandatory for making informed decisions. The unstructured
data carries far more knowledge and can lead to the identification of hidden relations
which cannot always be found when the source of data is already in structured format.
Structured vs. Unstructured Data
Benefits
Drawbacks

Structured

Unstructured

Structured

Unstructured

Figure 1-2. Structured vs. Unstructured data: benefits and drawbacks.
(3) Language dependent vs. Language independent
Building a solution that is language independent implies that the linguistic
knowledge is nearly neglected. The assumption that a strategy defined for a language
specific solution may be applied to build a language independent solution is not always
true. Language independent solutions designed using n-grams are feasible when the
language shows inflectional morphology, and relatively fixed word order (Bender,
2009). To be able to state that a language independent solution is good enough, it has
to achieve similar good results for any target language. In this case, the peaks and lows
in the performance are attributed to the assumptions made about the language
structure.
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Language dependent vs. Language independent
Benefits
Drawbacks

Language
dependent

Language
independent

Language
dependent

Language
independent

Figure 1-3. Language dependent vs. Language independent methods: benefits and
drawbacks.
(4) Domain dependent vs. Domain independent
Generally, the grammar of a language is domain independent. Approaches
built upon grammar rules require slight changes when transitioning the approaches
across domains. In addition, the semantic rules can be classified as domain
independent when expressing relationships using the verb “have” or the preposition
“of” (Bates, Bobrow, & Weischedel, 2006). The authors in (Bates, Bobrow, &
Weischedel, 2006) introduce the Limited Domain Assumption as a significant asset for
the NLP systems. The assumption states that the domain dependence should not be
acquired for words that are not important for the domain as they are not concepts or
relations. There are three benefits for Limited Domain Assumption in NLP systems: (1)
concepts and relationships model, (2) enumeration of critical nonlinguistic knowledge,
and (3) the limitation of lexical and semantic ambiguity.
While the domain independents solutions are logic-based, the domain
dependent solutions are statistics-based. This feature allows the domain dependent
solutions to generate patterns from data. The domain dependent solutions provide
better context understanding considering that word meanings are likely to change
across domains.
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Domain dependent vs. Domain independent
Benefits
Drawbacks
Domain
dependent

Domain
independent

Domain
dependent

Domain
independent

Figure 1-4. Domain dependent vs. Domain independent methods: benefits and
drawbacks.

1.2 Thesis Overview
The structure of the thesis is illustrated in Figure 1-5 and summarized in this
section.
In Figure 0-1 a quantitative approach was employed to illustrate the words and
concepts used throughout the thesis. Each chapter starts with a phrase which captures
the essence of its content. To measure the importance of the phrase and determine
the relevant one, a NLP application was used to statistically extract the most relevant
features in the text.
Chapter 1 establishes the fundamentals of our research and introduces the
context of the thesis. The objectives targeted by the research are presented in a
compare-and-contrast approach to better emphasize the motivation of selecting a
method over the other.
Chapter 2 presents a general view on data science as a field and as a process,
outlining the disciplines and techniques that are employed. This chapter establishes
the context for two of the main objectives addressed by this research: supervised vs
unsupervised learning (Supervised and Unsupervised Learning 2.1) and structured vs
unstructured data (section 2.2).
Chapter 3 moves forward from the proposed flow of data in the Data –
Information – Knowledge – Wisdom pyramid to the actual instantiation of solutions
that use the data obtained at each level. In this sense, section 3.1 explores the
document driven approach where the unstructured data is exploited to build a
10
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decision support system. Section 3.2 elaborates on the data driven decision support
systems that require structured data.
Furthermore, Chapter 4 presents the two decision support systems introduced
in Chapter 3 (document and data-driven) working together to achieve a complete
solution. We introduce the general flow for the original approach for knowledge
extraction and prediction from unstructured documents. This chapter formulates also
the required external sources for achieving the proposed objective: domain
independent data source – WordNet, and the data sources specific to the domain to
showcase the feasibility of the solution. To that end, the source data is represented
by medical documents - electronic health records (presented in more details in section
4.3.1), the external required resources are ontologies that are built from medical
terms – SNOMED (section 4.3.2). In section 4.3.3 we describe the datasets employed
for the supervised approach.
Chapter 5 describes the approach oriented towards the identification and
extraction of concepts from the input documents. Section 5.1 provides insight into a
domain and language independent solution with the goal of identifying morphologic
negation. Furthermore, section 5.2 frames the setup for a cross-language negation
identification approach by transferring the knowledge of how negation is approach in
English to a different language, Romanian. Section 5.3 examines the way the external
resources work together for achieving the concept identification and classification
solution.
Chapter 6 addresses the problem of relation identification between extracted
concepts. It compares a supervised solution for relation identification in section 6.2
with a semi supervised methodology (section 6.3).
Chapter 7 presents a case study to adapt the general Data Mining flow on data
structured via the strategies presented for handling unstructured input documents. It
provides a solution for the identification of the health status of a patient based on
symptoms.
Finally, Chapter 8 concludes the thesis by discussing the overall contribution
of the research in the context of the initially proposed objectives. In addition, Chapter
8 discusses the limitations of the approach and points to future research directions.
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Figure 1-5. Thesis organization roadmap.
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Data Science: Concepts and Definitions

The basic building blocks for Data Science are: Big Data, ML, Data Mining,
Deep Learning, and AI.

The Venn diagram depicted in Figure 2-1 was proposed by Matthew Mayo in
(Mayo, 2016) and shows the relationship between the data science concepts. The
basic building blocks for Data Science are: Big Data, ML, Data Mining, Deep Learning,
and AI. The trend representation in Figure 2-2 captures the trends as Google searches
of the Data Science concepts since the year 2005 up to the present, 2015. While ML
and AI have been the first fields to emerge in literature, Big Data has shown
increasing interest in recent years. Even though the ideas behind Deep Learning
have been around since the beginning of the Neural Networks research, the concept
Deep Learning has been found as being of importance only in the recent years (2013)
with Mikolov’s research (Mikolov, Chen, Corrado, & Dean, 2013), (Mikolov,
Sutskever, Chen, Corrado, & Dean, 2013).
Data science is the field that uses these strategies to analyze the new
acquired massive amounts of data and extract knowledge from them. Big Data refers
to any data source that cannot be processed by traditional database systems and
require new processing technologies. While ML automates the process of pattern
discovery via a collection of algorithms, Data Mining is the process that consumes
these algorithms. Deep Learning is yet another process that makes use of the ML
algorithms, but employs a specific class of algorithms, the deep neural networks. All
the previously introduced concepts emerge from AI. There are two approaches for
any Artificial Intelligence task: (1) knowledge engineering and (2) machine learning.
In the first approach, the knowledge is projected into classification rules, while the
second makes use of labeled data (in supervised strategies) to be used in the learning
process (Feldman & Sanger, 2006). In this thesis, the acronym AI refers to the term
Artificial Intelligence and the acronym ML to refer to Machine Learning. The attempt
to create smart machines that mimic the human brain has been achieved by
proposing automatic solutions for human tasks – understanding text or recognizing
objects in images that progressively evolved to propose a medical diagnosis.

AI
ML
Deep
Learning

Data
Mining
Big
Data

Figure 2-1. Data science concepts and their interaction.
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Frequency of Data Science concepts as n-grams as in Google trends. Statistics based on the number
of Web searches
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Machine Learning

Deep Learning

Data Science

Data Mining

Artificial Intelligence

Figure 2-2. Frequency of Data Science concepts as n-grams as in Google trends.
Statistics based on the number of Web searches.
Information Retrieval
A definition of Information Retrieval is provided in (Manning, Raghavan, &
Schütze, 2008) Information retrieval (IR) is finding material (usually documents) of an
unstructured nature (usually text) that satisfies an information need from within
large collections (usually stored on computers). IR supports into searching, browsing
and filtering documents. Automatic tasks like clustering or classification are also
supporting by IR. Information Retrieval is referred throughout the thesis as IR.
A classic IR problem is identifying the documents that contain a particular
piece of information. The regular approach goes through the entire document and
determine the occurrences of the information required. To overcome the
shortcomings (such as tractability) of the traditional approaches, IR techniques
propose advanced methods by indexing the terms in the documents. Prior to
indexing, several preparation steps are necessary. First, the encoding scheme needs
to be defined such that the digital representation of the document can be converted
into a linear sequence of characters. Determining the encoding can be achieved via
ML classification techniques. Next, the special characters (such as diacritics) from the
documents can be filtered out or assessed for the specific type of document,
encoding and language.
Tokenization is the task of splitting the document into individual tokens
represented as units such as words, characters or numbers. During tokenization
problems arise in case of hyphenation when are cases that is not clear whether the
hyphen should split the words into several tokens or just a single token. Similarly, in
the case of names, numbers or expressions borrowed from foreign languages, it is
not clear whether the space token separates the words or should be disregarded and
the words should be considered as a single token. All these specific word traits lead
to bad retrieval results, and that is why they should be carefully handled.
Nevertheless, once a solution has been established for a particular language, the
14
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problem is not solved in other languages where the grammar rules and language
traits differ and require additional analysis.
In IR tasks the common words usually are not relevant, hence, do not improve
the quality of the retrieved results. The common words are referred to as stop words
and are determined by computing their frequency in the corpus of documents. Based
on the frequencies of the words in a language, stop lists have been defined, but
depending on the domain of application, what are considered stop words in a domain
can be relevant in a different domain. Such lists were defined by Google (Stopwords,
n.d.) or Lucene (O'Reilly, 2003).
It is not uncommon that the same word is written differently in the same
document, not to mention in different documents, for example USA that can be
written with or without the point U.S.A. Handling these cases is done by defining
equivalence classes so regardless of the way the word is written in the documents or
in the queries, the systems know that they are dealing with the same word. An
alternative to the equivalence classes is capturing the relationships between the
words such as synonymy. Capitalizing or case-folding reduces all the letters to the
same case, which has proved to be a useful technique considering that all the words
at the beginning of a sentence are uppercased and most times they are regular
words, not names. Handling accents and diacritics is a sensitive task as most times
due to reasons of speed, lack of professional software, or acquired habits, people do
not write using diacritics and accents that leads to a whole change in the meaning of
the message they send. Most software applications are trained such that they handle
the words in both word representations.
Grammatical rules impose the changes in words’ letters that introduce
differences in the way the same word appears in different places in the sentences.
To handle the changes occurring in words due to grammatical reasons, techniques
such as stemming and lemmatization proved to be effective. While stemming is a
more straightforward process where the words’ endings are removed on a longest
match basis, lemmatization includes the grammatical rules and resorts to the
morphological analysis of the words.
The KDD Process
The unstructured data that comes in free-text format requires analysis and
processing such that it becomes useful, and the most appropriate methodology that
leads to achieving this is Text Mining. The foundation of Text Mining exists in the
Data Mining techniques. While the architectural grounds of the two mining
techniques are similar, differences arise especially in the data preprocessing steps as
presented in (Feldman & Sanger, 2006). While DM uses as input data in structured
format (either databases or documents with structured content), the TM input data
is text in unstructured format that requires an extensive process of conversion into
structured format. The unstructured data received as input is represented by
collections of documents (also known as document corpus). For research purposes
several large corpora have been made available ranging from cross-domain research
datasets at (UCI Machine Learning Data Repository, n.d.), (AWS Public Data Sets,
2016), movie reviews (GroupLens, 2016), governmental collected data (DataGov,
2016), or biomedical data (Transcribed Medical Transcription Sample Reports and
Examples, n.d.).
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The Knowledge Discovery in Databases (which is referred to in the following
as KDD) process as defined in (Fayyad, Piatetsky-Shapiro, & Smyth, 1996) is the
process of generating knowledge from data using Data Mining techniques. As
depicted in Figure 2-3, the process is repetitive and is constructed as follows: (i) the
first component of the process investigates the application domain, the relevant
prior knowledge, and the end goals; (ii) the target dataset is built with the focus on
the variables and data samples; (iii) the data is cleaned and preprocessed for
normalization and noise reduction purposes. The reduction and projection steps
follow and are responsible for the identification of the relevant features according to
the DM task. Once the DM algorithm selection is complete, the parameters are finetuned such that the best algorithm setup is selected in each case.

Figure 2-3. The KDD process.
With TM, information extraction from different sources and building bridges
and relations between them becomes available leading to the discovery of new
information and knowledge. Author identification from documents, language
detection, keyword or n-grams based document classification, link analysis, pattern
identification are just few of the tasks that TM tackles. A document with free text is
unstructured because the content cannot be searched, indexed, or visualized, while
in case the same content is structured it contains sections/keywords to organize
information.

2.1 Supervised and Unsupervised Learning
The common terminology for ML introduces supervised learning as prediction
methods, while unsupervised learning is known to produce a distribution of the
instances into a high-dimensional space. The supervised learning strategy attempts
at discovering relations between the input variables and a target variable – also
known as class. The set of relationships discovered are represented as the domain
model. In supervised learning, distinction is made between two model types: (1)
classification models and (2) regression models. In contrast to the classification
models where the input space is mapped into a predefined set of classes, the
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regression models map the data into a real-valued domain (Maimon & Rokach,
2010).
The first step required for a Data Mining process is the input data
representation. A number of features need to be identified and extracted from the
input (from various sources like text, images, sequences). Given an instance 𝑥 (a
sequence), defined by the specific values it has for the features, a mapping 𝑓 should
be defined such that 𝑓(𝑥)is the vector representation of 𝑥.
𝑓: 𝐷 → 𝐶, 𝑓(𝑥) = 𝑐
A supervised learning standard flow assumes splitting the labeled dataset into
three partitions: one for training, one for testing and one for evaluation. The patterns
identification considers only the training partition and builds the model; the testing
subset allows for the selection of the best setting. The train and test subsets are most
often generated in a ten fold cross validation setup. The evaluation is used for
assessing the performance of the selected model.
One of the focuses of the current research, as discussed above, in Chapter 1,
is the selection of a good Supervised or Unsupervised strategy of exploiting
unstructured natural language content. To that end, the purpose of this section is to
describe the two ML methods relating to the research question.
For a classification or prediction task, a ML application cannot use data in raw
format. The raw data needs to be transformed via a series of preprocessing steps
that allow to obtain data in a structured format. For example, in the case of
establishing the diagnosis for a patient, the system does not automatically
investigate the patient, but the information about the patient is fed to the ML system
in a machine intelligible format. This means that the raw data available for the
patient is transformed into structured format (features or attributes) that can be
further processed by ML systems.
To decide upon using a specific classifier, the following options are available:
select the ones used in similar problems, or perform a series of tests and based on
the algorithms’ behavior, select the one that matches the specific needs.
The traits that define the performance of a classifier include among others:
predictive performance, speed, comprehensibility and time to learn (Michie,
Spiegelhalter, & Taylor, 1994).
Predictive performance or accuracy: In most classification problems, the
accuracy is the metric used to determine the performance. The accuracy is a
discriminant factor for selecting the classifier in a new context.
Speed: Speed can represent a major challenge when selecting a classifier.
There are situations when a fast classification is mandatory like reading postal codes
or for forgery identification. When the test instances have to be quickly classified, a
classifier that works faster but with a smaller accuracy may be recommended than
one with a greater accuracy but which requires a larger time required classifying the
new data.
Comprehensibility: The model generated by a classifier may need human
interpretation, but sometimes this is difficult to do. For example, the model
generated by a decision tree is easy to read and understand, but one generated a
neural network may be hard to interpret.
Time to learn: In changing environments when a new rule has to be learned
or has to be adjusted quickly, the speed of training a learner is important.
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Data mining functionalities are used to specify the kind of patterns to be
established from data. In general, data mining tasks can be classified into two
categories: descriptive and predictive. Descriptive mining tasks characterize the
general properties of the data in the database. Predictive mining tasks make
inferences on the current data to make predictions. Databases are rich in hidden
information that can be used for making intelligent business decisions. Classification
and prediction are two forms of data analysis which can be used to extract models
describing important data classes or to predict future data trends. Whereas
classification predicts categorical labels (or discrete values), prediction models
continuous-valued functions. Classification is the process of building a model which
describes data classes and concepts. Based on this model, for test instances their
class is predicted.
There is no universal algorithm for all data mining problems. That is why,
depending on the nature of the problem, different classifiers become the finest
choice. The large number of classification algorithms each with benefits and
drawbacks, led the authors in (Wu, et al., 2008) to nominate the top 10 algorithms in
Data Mining. To create the list, the authors considered the number of citations on
Google Scholar and the viewpoint of the researchers in the Data Mining field with
respect to the algorithms. The research concluded with the following list: C4.5, Kmeans, Support Vector Machines, Apriori algorithm, Expectation–Maximization
algorithm, PageRank, AdaBoost, k-nearest neighbor, Naïve Bayes, and CART:
Classification and Regression Trees. A comparative overview of the algorithms that
are most frequently used for classification purposes is discussed in the following
section.
A Naïve Bayes classifier is suitable when the conditional independence
between the features holds and the amount of training data is not that large.
Nevertheless, when selecting a Naïve Bayes classifier, the main disadvantage is that
it cannot learn the interaction between the features.
A Logistic Regression algorithm becomes the best choice when the new
training data needs to be progressively included in the analysis. A notable difference
between Logistic Regression and Decision Trees or SVMs is that they indicate an
informed probabilistic output. The Decision Tress are easy to understand (they create
an interpretable model) and use (fast both for model generation and utilization). The
disadvantage of the Decision Trees is their inability of online learning (including new,
incoming examples) and they are prone to overfitting.
The Support Vector Machines (which are referred throughout the thesis as
SVMs) work well when the data is linearly separable; moreover, provided an
appropriate kernel is identified they are able to handle any type of data, with good
performance. However, the SVMs are more difficult to use as they require specific
fine-tuning of their parameters (more than required for other classifiers); moreover
their output model cannot be interpreted by humans (Chen, 2011).
Unsupervised classification attempts at providing a description of the input
data by grouping instances via distance or similarity measures. Among unsupervised
methods (clustering, singular value decomposition, approaches for learning latent
variable models, to name a few), numerous practical approaches are conducted
through clustering.
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Semi-supervised learning attempts at combining the two learning methods.
A semi-supervised method is suited when some of the input is labeled data, and a
much greater amount is unlabeled data. The authors in (Zhu & Goldberg, 2009)
dedicate a large number of studies to semi-supervised methods, describing them as
either Semi-supervised classification or Constrained clustering. The semi-supervised
techniques can work well with unlabeled data and improve the performance of
supervised approaches when the amount of labeled data is not enough. The authors
present in their study several semi-supervised approaches that include self and cotraining or semi-supervised SVMs. Even though the number of unlabeled instances
exceeds the number of labeled instances in semi-supervised problem, the authors
claim that in such cases the performance of the semi-supervised methods are similar
to the supervised ones.
Multi-label classification
Most of the research carried out in the supervised classification direction
focuses on single label classes, which, most of the time is binary (nevertheless, this
does not represent a limitation, as any multiclass problem can be transformed in a
binary one – the simplest approach being one-against-all). The analysis of textual
data (but not limited to it) leads to the necessity of introducing the multi-label
classification tasks (that is, the likelihood of an instance to belong to several clusters,
and hence to have several labels). Multi-label classification may occur in various
scenarios, targeting tasks such as classification of textual data into multiple
categories, semantic annotation of images or in the case of medical related data,
multiple diseases and syndromes a patient may exhibit. These tasks are grouped in
two categories that include problem transformation and algorithm adaptation. While
problem transformation tasks assume algorithm independence, transforming the
multi-label classification problem into single-label classification, the second task
proposes the adaptation of the existing algorithms to be able to handle multi-label
data in original format. Algorithm adaptations have been proposed for the C4.5
algorithm initially developed to handle a single class classification problem
(Tsoumakas, Katakis, & Vlahavas, 2010). AdaBoost.MH and AdaBoost.MR are
algorithm adaptations that are designed to minimize the Hamming loss or determine
a ranking of the classes. The most common approach to handle multi-class
classification problems is to transform the data into several datasets, one for each
label. This approach is also known as binary relevance transformation (Tawiah &
Sheng, 2013). The drawback of the approach is represented by the potential loss of
the correlations that may exists between the labels.
Multi-class classification
With supervised multi-class classification, each instance from the dataset is
assigned a class from a number possible classes, which is larger than two. (Aly, 2005)
Traditional approaches for tackling the multi-class classification involve the
adaptation of the binary classification strategies (Neural networks, SVMs, Naïve
Bayes, Decision Trees).
Similar to the multi-label classification, two solutions are proposed for
handling the multi-class problems: either decomposing the problem into several
binary problems, or the adapting the existing binary classification algorithms to
handle multiple classes, or using algorithms that can easily handle the both types of
classification problems.
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Attribute values
In the training step – also known as learning stage, the classification
algorithm builds a model based on the train subset. The instance is represented by
an n-dimensional attribute vector. To refer to the components of the input data,
literature mentions samples, examples, tuples or instances (Han & Kamber, 2006).
Throughout this thesis the term instances is used. Each measurement that is stored
as a value of an instance’s attribute can be a discrete or continuous value. The
attributes can either be qualitative – nominal or ordinal values, or quantitative
measurements – numeric values (Hastie, Tibshirani, & Friedman, 2009).
Numerical data expresses a measurement such as a person’s age, weight,
height. An example of such data is presented in Figure 2-4, bottom. Numerical data
can be broken down into categories: discrete and continuous. The discrete data
allows for counting items while the continuous data allows for expressing
measurements as intervals.
A nominal category is used when descriptive features are to be stored.
Features such as person’s gender, eye colors (as shown in Figure 2-4, left) or appetite
(whether is good or poor) are examples of nominal categories. Negation mentions
extracted from the text input can be stored as Boolean values. For nominal (also
known as categorical) data binarization, there are two available options: either
defining a feature that has as values all the categories, or replacing one categorical
feature in the dataset with multiple features (one feature per category value).
Ordinal data attributes can be nominal or numerical; such data falls into categories
but the numbers that express the categories have meanings.
Ordinal data

Nominal (Categorical) data

high (2)
green

brown

medium (1)

blue
hazel

low (0)

Numeric data

3

5

8

12

Figure 2-4. Examples for the three types of data in Data Mining: numerical, nominal
(categorical), and ordinal data.

2.1.1 SVMs
The SVM learns from the labeled input data a separability hyperplane
between the classes. This is accomplished by identifying the hyperplanes that
maximizes the distance between the support vectors, thus separating the classes
(Witten & Frank, 2005). The support vectors are boundary instances and are usually
more than two. Given the support vector for the two classes, the separation
hyperplane can be defined, and described as follows:
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Equation 2-1. Hyperplane for separating the two classes in the SVM algorithm.
𝑥 = 𝑤0 + 𝑤1 𝑎1 + 𝑤2 𝑎𝑎 . Eq. (2-1)
where 𝑎1 and 𝑎2 are the attribute values, while 𝑤0 , 𝑤1, and 𝑤2 are the three
weights that need to be learned. Equation 2-1 can be written in terms of the support
margin hyperplane as in Equation 2-2.
Equation 2-2. Maximum margin hyperplane.
𝑥 = 𝑏 + ∑𝑖 𝑖𝑠 𝑠𝑢𝑝𝑝𝑜𝑟𝑡 𝑣𝑒𝑐𝑡𝑜𝑟 𝛼𝑖 𝑦𝑖 𝑎(𝑖)𝑎. Eq. (2-1)
where 𝑦𝑖 is the class value of training instance 𝑎(𝑖); while 𝑏 and 𝑎(𝑖) are
numeric parameters that have to be determined by the learning algorithm. 𝑎(𝑖) are
the support vectors while 𝑎 is a test vector.
Some of the most significant benefits and drawbacks that occur in the specific
case of classification with SVMs are presented in Figure 2-5 (Support Vector
Machines (SVMs), 2016). SVMs have successfully been used in problems of patterns
recognition such as text classification (Joachims, 1998) or gene classification (Michael
P.S. Brown, 1999).

Benefits

Drawbacks

Capacity control obtained
by optimising the margin

Sensitivity to noise

Solution sparness

Speed and size in both
training and testing (for
large datasets)

Use of kernels

Kernel parameter choice

Figure 2-5. SVMs: benefits vs drawbacks.

2.1.2 Decision Trees
The strategy the Decision Trees algorithm is employing divide-and-conquer
(Witten & Frank, 2005). The algorithm works by recursively splitting the parent node
based on some rules into two child nodes. Each child node becomes parent and is
split until reaching the leaf node where the classification decision is made. The nodes
that compose the path from the root to the leaf are called test or intermediary nodes,
while the leaf nodes are also referred to as terminal or decision nodes. The Decision
Trees have a reduced processing time and generate an interpretable model. Among
these benefits, they can also be combined with other decision techniques. One of the
disadvantages of the Decision Trees is they are prone to overfitting the training
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dataset, thus performing poorly on the test sets, as they might not generalize well.
Solutions such as pre or post pruning have been developed to tackle this drawback.

2.1.3 Word2Vec
Word2Vec is a two-layer neural network that processes the input content to
translate it into numerical inputs that neural networks can process. It receives as
input a document corpus and after training, it constructs a set of vectors. The feature
vectors are created based on the co-occurrence probabilities of the words in the
corpus, and thus, in the evaluation, have the ability to predict the vector of a new,
unseen input instance.
Two training options are available for creating the Word2Vec model: the
CBOW model (that is the acronym for continuous bag of words) and the Skip-gram
model. When the aimed prediction is the word given the context, the CBOW model
is appropriate. In case the prediction is looking for the meaning of the word, the
model to be employed is the Skip-gram, thus predicting the surrounding words of the
input word given the context (Mikolov, Chen, Corrado, & Dean, 2013). The
parameters that influence the training of Word2Vec are summarized in Table 2-1.
The output of the Word2Vec is an n-dimensional vector space for word embedding
representations. Word embedding represents a technique that maps the words and
phrases from the available vocabulary to vectors that consist of numbers via neural
networks (Mikolov, Sutskever, Chen, Corrado, & Dean, 2013) or co-occurrence (Remi
& Ronan, 2013)strategies. The words with similar meanings have their vectors close
to each other. The closeness of the vectors is expressed by the cosine similarity
measure.
Table 2-1. Parameters of the Word2Vec model.
Parameter
window size

minimum
vocabulary
frequency
layer size
negative sampling
down sampling rate

Description
Indicates the distance between two concepts counted as tokens. As the
correlated concepts are usually near to each other, typical values for the window
size are: 5, 8 or 10, while the default value is 5.
Represents a threshold for including the words in the corpus as part of the
vocabulary. The threshold is the minimum frequency for a word to appear in the
corpus. As the value of the threshold increases, the focus becomes the words that
are frequently occurring in the corpus. The default value is 5 occurrences.
Indicates the size of the hidden layers in the neural network. The default value is
100.
Number of contexts randomly selected that are not very similar
Represents a threshold for occurrence of words. The very frequent words, such
as stopwords, are removed randomly. The default value is 1e-3.

The model is a “shallow” neural network, meaning that it has only one hidden
layer. In (Rong, 2014) illustrates the model in Figure 2-6:
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Figure 2-6. CBOW Network model.
The model has a hidden layer (hi) of size N and vocabulary having V token
elements. The strategy takes an input of size V represented as one-hot encoded
vectors. A matrix W translates the input layer onto the hidden layer, then using
another matrix W’, it computes the output having size V. Using the input vector X, a
context to the model is provided, based on which the meaning of target words are
predicted as a result in Y.

2.2 Structured and Unstructured Data
Creating an unstructured content-based solution involves analyzing the input
data and building a structured representation for it. When the content is text, the
instruments employed for representation are the terms and phrases. To normalize
and transform the unstructured or semi-structured input data into structured
format, external sources of information (such as vocabularies, taxonomies, thesauri,
hierarchies, relationships, ontologies and metadata) may help.
Structured Data
Structured data refers to data that has a defined length and format, can easily
be queried, viewed, and usually resides in relational databases. Other formats of
structured data include json and xml file formats, microformats, or predefined
schemas and standardized formats such as RDFa. The Text Mining tasks require
guidance such that the information extraction and retrieval offers relevant results.
The guidance mechanism may be driven by external sources of structured
information such as dictionaries or ontologies.
To describe the structured sources of external data, the following informal
definitions were proposed in (TopQuadrant, 2013): (i) controlled vocabularies are
lists of terms from which you can select; (ii) taxonomies are the organization of
controlled vocabularies into hierarchies; (iii) the thesauri include metadata such as
relationships (opposite term); (iv) and ontologies expand the thesauri by allowing the
definition of particular relationships. The taxonomies and ontologies are presented
in more detail in the following.
Figure 2.7 displays the classification of the collections and organization of
different data sources. In the diagram, the data structure complexity is plotted
against the semantic enrichment conveyed by the data sources. Thus, with the
increase of the data structure complexity, the semantic enhancements conveyed
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Semantic enrichment

increase as well. The folksonomies and controlled vocabularies are simple data
structures easily represented with lists of words or concepts. The complexity of
upcoming structures allows to refer them as knowledge graphs.

Ontologies

Thesauri

Knowledge graphs

Taxonomies
Controlled
vocabularies

Folksonomies

Data structure complexity
Figure 2-7. Correspondece between data structure complexity and semantic enrichment.
The dictionaries are sources of information that display short, focused
definitions of the words and expressions specific to a language. Nevertheless,
sometimes they make it hard to identify the key terms specific to a domain and have
limited domain coverage. This limitation is introduced by the domain independence
character of the vocabularies. Dictionaries display along definitions and different
uses of words, relationships with other words, which can lead to circular links that
make them difficult to use. Dictionaries have been linked to other structured data
resources such as ontologies. Ontologies represent an effective method used in
Semantic Web development for representing and linking information (Stewart, von
Maltzahn, Sibte, & Abidi, 2012). The challenges the Semantic Web still faces are
manifold and can be addressed at raw data level, taxonomy definition, object
relation, ontology definition and reusability or semantic interpretation of the
concepts and also extended to data evaluation process. An annotation process
requires domain experts to perform manual text annotation and to validate the
response given by the proposed approaches.
The tasks of annotating data, mapping concepts to terminologies or mapping
ontologies and relating concepts have been gaining importance in recent years due
to massive production of data. Also, the amount of applications that operate on data
is increasing but they usually lack a proper performance evaluation, as are usually
domain dependent.
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Unstructured Data
The IDC study (IDC Research, 2014) from July 2014 showed how 90% of all
digital data is actually unstructured data. Gaining insight into unstructured data helps
understanding the products, applications, client’s desires. Vijayan (Vijayan, 2015)
warns about data quality, provenance and capturing and analyzing just the
unstructured data that might bring value to the company, because noise is big part
of the unstructured data.
Unstructured data, also known as unpredictably structured data (Staff, 2014)
refers to data that does not have a clear, semantically definite structure that can be
easily stored by a machine. In raw format, the unstructured data cannot be
represented in a relational database, and it does not follow a predefined structure
or data model. Unstructured data such as emails, voicemails, text messages, social
networking status updates, documents, blog posts, images, videos, and web search
histories are handled by suitable Extraction, Transformation, and Loading (ETL)
techniques and stored into NoSQL data stores.
Structuring the data and storing it into structured repositories with a
predefined schema such as relational databases or triple stores makes it easier to be
used for tasks such as information and knowledge extraction, querying, aggregating
or summarizing. If exploited efficiently, unstructured data can cross over the noisy
structures and become an important tool for the predictive analytics solutions
(Andriole, 2015).
A text document – unstructured content – can be enhanced with structured
information such as tags or labels that allow text to be more easily accessed. This
type of data is known as semi-structured data. As specified by Dai Clegg (Clegg, 2012)
semi-structured is also referred to as structured, but not relational or
instrumentational data when it comes from sensors or other instrumented sources.
This type of data can either be transformed and loaded into relational databases or
loaded into NoSQL data stores.
The information provided by users can enter a system by different
approaches (Alag, 2009): in an e-commerce application the data can come from the
history of buying or browsing products, from the profile the user creates on the
websites, from the polls he participates in or when he rates or tags items.
According to (Hurwitz, Nugent, Halper, & Kaufman, 2013) the two major
sources of unstructured data are machines and humans:
Machine generated data
 Satellite images: weather data, satellite generate data;
 Scientific data: seismic imagery, atmospheric data, and high energy
physics;
 Photographs and video: security, surveillance, and traffic video;
 Radar or sonar data captured by vehicles or sonars.
User generated data
 Text internal to your company: text within documents, logs, survey
results, and e-mails;
 Social media data: comments, images, videos, tagging data;
 Mobile data: text messages and location information;
 Website content: blogs, web pages, wikis;
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 Reviews: product reviews.
For dealing with unstructured data, the author in (Mor, 2014) proposes
splitting the unstructured data into two groups with different strategies: (1) logs and
(2) fully unstructured data. The application logs are events registered during the
running of an application. They are stored into files labeled with date, time, event
type and content that cannot be included in a particular structure. For handling the
logs, designing custom code is the recommended solution. Tools such as Pig or Hive
may be helpful, but not fully. The fully unstructured data group contains the
remaining data from social media, documents, images, and videos, to name a few.
The task when managing unstructured data is to first identify a structure in
the data by extracting features, then classifying it or identifying similarities. CMS –
the content management systems handle unstructured data by providing an easy
access to the data and offering solutions for managing it. Technologies such as
Hadoop or MapReduce are developed for achieving these objectives.
Following the pattern identified in the learning strategies, which consists of
three strategies -supervised, unsupervised, and semi-supervised, - data as well can
be split into three categories -structured, unstructured, and semi-structured.
According to an initial study by Buneman, in (Buneman, 1997), splitting the data into
the three categories is not accurate, as it classifies the unstructured and semistructured data as being actually the same type of data. In more recent studies
(Abiteboul, Buneman, & Suciu, 2014), started gaining more importance to the semistructured data. It became referred as self-describing or schema-less.

2.3 Conclusions
There is no one-size-fits-all approach for the unique requirements of any KDD
problem. Selecting a supervised or unsupervised approach is highly dependent on
the available data (whether or not labeled, or even annotated). In a similar manner,
selecting the best algorithm for classification or prediction involves the analysis of
the amount of data, the structure, the variable independence, and the time required.
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The flow involves enhancing the data making use of external sources and
extracting and assessing the relevant information, thus proving an orchestration
between the document driven DSS and the data driven DSS.

Information management and ways obtaining and transferring knowledge
are the fundamentals of the Data – Information – Knowledge – Wisdom (DIKW)
pyramid proposed by Ackoff (Ackoff, 1989). This hierarchy is also referred to as
“Knowledge Hierarchy”, the “Information Hierarchy” and the “Knowledge Pyramid”
(Rowley J. , 2007). The hierarchy is a representation for the transfer of data and
information starting from the raw data collection up to the point when wisdom can
be detected (Fernandes, 2014). The tiers in the hierarchy and the associated data
transformation they involve, are defined by Ackoff as follows:
Data - refers to the symbols that represent properties of objects, events, and their
environment.
Information – is the answer to questions for understanding: Who? What? Where?
When? Information is inferred from data.
Knowledge – is the understanding of context and is the answer to the question Why?
Wisdom – requires judgement and increases effectiveness.

Applicability

Wisdom
Knowledge
Information
Data

Understanding context
Why?
Understanding meaning
Who? What? Where? When?

Raw data

Figure 3-1. The Data – Information – Knowledge – Wisdom pyramid.
Each stage in the hierarchy makes use of the input received from the preceding level.
The transfer between levels is acquired by the following tasks: Data exploration, Data
Analytics and Visualization, and Predictive Analytics and Process Optimization, which
are briefly presented in the following.
(1) The transition from Data to Information, known as Data Exploration, deals with
understanding the data and being able to determine the queries that can be
answered using the data.
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(2) The second transition, from Information to Knowledge is exemplified in Data
Analytics and Visualization task. This emphasizes how slicing and dicing the data gives
insights into information by descriptive and diagnostic analysis.
(3) The last transition, Knowledge to Wisdom accomplished with predictive analytics
and process optimization. The understanding and realization of this last transition,
has the power of differentiating between systems and being able to make predictions
and forecasts with high confidence.
The path of transformations from data to wisdom allows the design of
targeted decision support systems. Throughout the thesis the term DSS is used to
refer to Decision Support Systems. The decision support systems assist the decision
making activities such that the massive amounts of data and technologies are used
efficiently and correctly applied. These systems’ goals are to model the input data
and the business rules such that informed decisions can be made. The benefits, to
name a few, are reducing the computation time and increasing productivity. The
creation of a DSS involves four steps: (1) from intelligence (problem understanding),
to (2) design (solutions identification), (3) choice (comparison and solution selection)
and (4) implementation (applying solution). On the other hand, the architecture
involves the data manipulation, a knowledge component and the interaction with
the users (Sauter, 2002).
There are five categories of DSS (Power, Types of Decision Support Systems
(DSS), 2015):
(1) Communication-driven – targeting the collaboration between groups
(2) Data-driven – are implemented as data analysis systems, data warehousing being
based on the manipulation of large databases of structured data
(3) Document-driven – targeting the unstructured data providing means of
document retrieval and analysis
(4) Knowledge-driven – offering recommendations and suggestions provided by
knowledge bases
(5) Model-driven – focuses more on the model rather than on data as the underlying
model of a DSS can come from various domains
The focus of the current research is the Document-driven DSS leading to a
Knowledge-driven DSS. The Document-driven DSS are focused on storing, indexing,
analyzing and finally retrieving information from unstructured documents. The
extracted information can further be exploited and turned into knowledge that
becomes the basis of the Knowledge-driven DSS. Such systems are designed to
recommend and suggest actions or notions (concepts) to targeted users (Power,
What are the features of a knowledge-driven DSS?, 2008). The system has specific
knowledge about the problem it has to solve and is able to automatize a task that is
usually accomplished by a human, but faster, researching larger amounts of data.
The tasks such a system is able to resolve include classification, configuration,
diagnosis, interpretation, planning and prediction.
In a Document-driven DSS the outcome can vary from text annotations,
hyperlinks, indexing, document translation, document management such as storage,
browsing, documents linking, summarization and patterns identification and
generation by Text Mining and text analysis techniques (Power, What are the
features of a document-driven DSS?, 2007).
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3.1 Exploiting Unstructured Data in a Document-driven Decision Support
System
A general flow that involves the exploitation of unstructured data in a
document-drive decision support system, is captured in Figure 3-2 and detailed in
the following. In a Document-driven DSS, the input can be any type of unstructured
documents that need to be analyzed by NLP along with semantic analysis techniques.
The semantically enhanced data starts to resemble a semi-structured format that
allows tagging, indexing, informed search. The goal of a document analysis solution
is to provide a structured content generated from the input documents or
annotations of the content. The typical steps involved in text analysis are:
 Tokenization: consists in parsing the text to identify the terms;
 Normalization: can include converting the terms to lowercase, removing extra
spaces, handling accents and diacritics;
 Stopwords removal: consists in removing the frequent words in a language and
with respect to a specific domain;
 Stemming: consists in removing the common endings for the inflected derived
words, without considering the grammar rules;
 Lemma extraction consisting in replacing every word with its base form by
removing affixes introduced due to grammatical reasons
 N-gram tokenization: consists in analyzing consecutive terms that are not
stopwords and verifying whether they can form a meaningful phrase.

Input
Unstructured
Information
Free text
documents

Social media
content

Text Analysis
Semantic
Intelligence

Output
Conceptual
Mapping

Solutions
Support
Systems

Morphologic
Analysis

Semantic Search

Parsing

Categorization

Sentence Analysis

Extraction

Semantic Analysis

Prediction

Figure 3-2. Showcase for Document-driven Decision Support System.
A solution of extracting knowledge from documents follows the general
mining process as presented in (Alag, 2009):
1. Feature engineering consisting in modeling and selecting the
attributes
2. Creating the training dataset
3. Normalizing and cleaning the data
4. Information and knowledge extraction achieved by analyzing the data
5. Evaluating the quality of the model
The inclusion of structured sources of data guides the tagging by allowing the system
to make the distinction between the concepts that are relevant for each specific
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documents and the concepts that carry less relevant knowledge, usually the generic
words from a language. Semantically enhanced sources of structured data such as
ontologies allow for better linking between the content within documents, but,
moreover, between different documents and types of documents. The aggregation
of documents with similar information is yet another use case of such ontologies, as
they contain knowledge about a particular domain. While the documents’ grammar
and words differ among different languages, the use of ontology does not change
acorss languages. The relations between the entities remain the same, while only the
labels and names of the concepts are varying across languages.

3.2 Exploiting Structured Data in a Knowledge-driven Decision Support
System
The knowledge base is at the core of any rule-based system. It consists of the
domain knowledge needed to solve a problem and infer further knowledge based on
the facts acquired. Knowledge engineering techniques are involved in systems
focused on exploiting data in a knowledge-driven system. First, the conversion of raw
data to knowledge is accomplished with Data Mining techniques, followed by the
knowledge modelling and representation. The impact and usability of the
Knowledge-based DSS is well structured in (Zaraté & Liu, 2015). A survey made on 73
papers proved that in the service systems the knowledge-based DSS
implementations are in the public service, IT service, customer service, with a
prevalence in the healthcare service.
The Knowledge-based DSS attempt to switch the perspective on data analysis
from visualization purposes to a more in depth analysis that concerns leveraging the
real knowledge contained in the data. One of their biggest impacts is that they give
insight into the future evolution of data and systems, unlike the traditional systems
such as OLAP and Business Intelligence technologies that are very good at analyzing
the past status of the systems. Additional advantages of the Knowledge-based DSS
include speeding up the development process by designing models to fit specific
functionalities, eliminating recurring work by reusing components built and enabling
real-time decision making as the information is always up to date, but most
importantly because of the prediction capability of the systems. (Lewis, 2006)

3.3 Conclusions on Decision Support Systems
A complete solution for implementing a DSS starts with data acquisition that
becomes analyzed and modeled with the focus on the specific task (type of problem).
The purpose of the current chapter is to introduce the DSS concept and to determine
the best practices in what their design is concerned.
Going back to the proposed objectives of the thesis, it is now possible to list
the general flow of transforming unstructured data for achieving a structured. The
flow involves enhancing the data making use of external sources and extracting and
assessing the relevant information, thus proving an orchestration between the
document driven DSS and the data driven DSS. While they seem as two separate
systems, working independently, the approach we propose attempts at linking the
two systems via the data flow. The document driven DSS has two roles: (1) manage
and transform the input data in the form of documents via NLP and Text Mining
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specific tasks, and (2) act as input data provider for the data driven DSS. Once the
documents were transformed into a structured format, this data can be used for
more complex mining tasks.
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4

Exploiting Unstructured Data for Concept Identification in the
Medical Domain

The patients would benefit of a less painful visit to the physician's office
as based on their health status, the physician gets suggestions on how to
manage the medical condition of the present patient.
The transformation of the unstructured documents into structured data and
further into information that can be exploited by predictive modules involves a
sequence of steps that include data preparation, concept extraction and data
organization, filtering and selection.
While Section 3 introduces the general concepts and flow of constructing a
Document and Knowledge-based DSS, the current chapter attempts at instantiating
the general proposal with an actual use case. As presented above, the flow that
defines the construction of a DSS is domain independent and all the involved steps
can be applied on any type of documents. Nevertheless, the data processing
techniques both for the document driven and knowledge driven systems are domain
independent. The only limitation imposed is the selection of the external resources
that are required for data classification or the linguistic rules and resources required
by each specific language. In the attempt to instantiate the solution, the medical
domain was selected. It is suggested that 70% of the useful medical information is
captured in unstructured text documents (D'Avolio, 2013).
The end goal of the proposed approach is to obtain a semi supervised solution
for assisted diagnosis, procedures, treatment, based on the symptoms and
investigations performed. Thus, the first step in structuring the Electronic Health
Records (which throughout this thesis is referred to as EHRs) is to identify the
concepts and the relations between them. Then, the following combinations are
considered (as depicted in Figure 4-1): (symptoms - diagnosis), (symptoms procedures), (diagnosis - evolution) and (diagnosis - treatment). Starting from the list
of symptoms that a patient experiences and those which he/she denies, the system
becomes able to recommend diagnosis or suggest several procedures to be carried
out. Once the diagnosis is established by the physician, the system is able to
recommend a treatment plan or indicate a possible evolution of the disease.
Establishing these relations requires that the medical concepts are clearly and
correctly identified and annotated in the documents. When the annotation is
performed, the sentences containing medical concepts are assigned to categories
such that all sentences regarding symptoms are found in the symptoms section, the
procedures related statements are in the procedures section and so on, facilitating
the access to the information. Two basic approaches exist for extracting entities from
text documents: regular expressions for direct matching, and ML based
methodologies. Both approaches are dependent upon the existence of data
resources such as dictionaries or ontologies which are queried at some point.
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Symptom

Diagnosis

Treatment

Procedure
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Figure 4-1. Identification of accurate symptom-diagnosis, investigation-diagnosis
or other similar relationships.
A review of the early works in Clinical DSS, is presented is (OpenClinical,
2005). To instantiate the design and purpose of the DSS, the medical domain is
selected. The Clinical Decision Support Systems have been an object of research since
the 1970s when the field of Artificial Intelligence was introduced in medicine. The
early works are focused on the classification of a single type of disease using rules or
probabilistic approaches. To name a few of the initial designed DSS, (de Dombal,
Leaper, Staniland, McCann, & Horrocks, 1972) focused their research on classifying
abdominal pain and whether the patient requires surgery, while the authors in
(Shortliffe, et al., 1981) introduce OCNCOCIN that reviews the treatment of patients
under chemotherapy.
One of the most comprehensive DSS introduced in the early re-search for
Clinical DSS is QMR (Quick Medical Reference), developed by (Miller & Masarie FE Jr.,
1989). The QMR is a multipurpose solution and allows for efficient search in the
Knowledge Base containing information on approximately 700 diseases and 5000
symptoms, signs, and labs. It also allows for the combination and exploration of
diagnosis.

4.1 Medical Assistive Decision Support System
Assistive medical technology is helping patients manage their suffering such
as hearing loss, hand tremors (Smith, 2014), are in need of physical therapy (Lee,
2015). But providing better health care services by assistive technology means does
not resume only to the assistive medical devices intended for patients. The medical
assistive systems could improve the health care services by assisting the patients in
the patient assessment process. As such, the Electronic Health Record systems have
been introduced to provide a better patient medical services.
Figure 4-2 represents the instantiation of the general flow of a DSS,
introduced in Section 3, on the medical domain.
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Figure 4-2. Assistive Decision Support System component overview.
Our approach accepts as input any type of unstructured medical documents
from EHRs to radiology reports and prescriptions. The documents are sent first to the
document analysis component where several NLP steps are applied, then to the
semantic analysis. The output received from the first data processing component is
represented by semantically enhanced data that are used to extract the medical
concepts. The identification of the concepts and their categories imposes a structure
to the input document. The obtained structured information is filtered and classified
such that decisions about the health status of the patients can be taken.
The last component triggers the type of solution. As the EHRs come in an
unstructured or semi-structured format, in the attempt to provide a structure, the
information must be clustered into sections, such as symptoms, diagnosis,
mediation, follow-up appointments, investigations and medical history, as depicted
in Figure 4-3.
The extraction solution provides an outcome to the association of medical
concepts with their corresponding categories, asserting also whether the concepts
are positive or negated in each context. In Figure 4-4 the extraction solution on the
disease category is exemplified. In the figure, the disease concepts are hypothermia,
sepsis and organic brain syndrome having the following valences: positive, negated
and respectively positive.
The prediction solution introduces the general setup for inferring knowledge
based on previously analyzed and classified data. Prior to inferring new data from the
EHR, two steps are involved. First, the data regarding the previously investigated
patients needs to be loaded into a knowledge base in order to create a reference
model. Then, all the concepts and their associated values have to be identified. The
knowledge base allows making informed decisions about the health status of the
present patient, the treatment that should be administered or where more
investigations are required such that an accurate evaluation can be made. In Figure
4-5 the entire process of extracting the relevant data, assessing the values and
assigning them to the concepts, and finally the decision, are exemplified. The
extracted data is grouped into categories (symptoms, negated findings, and positive
findings). The extracted data is sent for classification to the knowledge base of
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previously investigated patients, and finally decisions can be made in the format of
medical diagnosis, or, in case an accurate diagnosis is not possible, proposing
additional investigations to make the decision more accurate. In this specific case,
the diagnosis can be accurately identified: acute gastroenteritis.
A more high-level approach is displayed in Figure 4-6. The system takes as
input any type of unstructured medical documents from EHRs to radiology reports
and prescriptions. The documents are sent first to the document analysis where
several NLP steps are applied, then to the semantic analysis. The output of the first
module is represented by semantically enhanced data that triggers the medical
concept extraction. The identification of the concepts and their categories imposes
a structure to the input document. The obtained structured information is filtered
and classified such that decisions about the health status of the patients can be
made.

Symptoms
Follow up
appointment

Disease &
Diagnosis

EHR
Medical
History

Investigations
Medication

Figure 4-3. Sections identified in
EHRs.
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Figure 4-5. Identify Diagnosis based on the Relationship between Concepts.
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Figure 4-6. Medical Assistive Decision Support System modules.
The Medical Assistive Decision Support System addresses the following
categories of medical related individuals: practitioners, medicine students and
patients. The system helps the practitioners in the diagnosis process with reasoning
to validate the arguments of diagnosis.
Benefits of the System
The patients would benefit of a less painful visit to the physician’s office as
based on their health status, the physician gets suggestions on how to manage the
medical condition of the present patient. Having access to the previously
investigated patients, along with the evolution of their health status, the physician
makes informed decisions considering the particularities of the present patient and
the management of the medical condition of the patients suffering from similar
conditions. The proposed system does not replace the physicians but assists them
with faster and more accessible knowledge resources.
The system can be used as a learning tool for young practitioners assisting
them in understanding the relationships between the medical concepts. The diagram
in Figure 4-1. Identification of accurate symptom-diagnosis, investigation-diagnosis
or other similar relationships. Figure 4-1 shows how the system identifies the
elements from the proposed medical hierarchy and the relationship between them.
When the symptoms for a patient have been identified, the system suggests a
diagnosis, proposes a treatment schema and the possible evolution of the health
status of the patient. In case the symptoms cannot lead to an accurate diagnosis,
additional investigations are suggested. The analysis of the medical textual data
offers information like predicting adverse reactions by analyzing the interaction of
drugs when combined or identifying co-morbidity risks, forecasting of possible
conditions that may occur based on previous studies and cases, recommending
investigations for a thorough diagnosis, suggesting diagnostic or follow up. The
availability of large amounts of data may seem convenient, but diverts from focusing
on significant data.
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4.2 General Framework for the Medical Assistive Decision Support System
Instantiated on the medical domain, the ADSS we proposed, is constructed
from the components illustrated in Figure 4-7 and detailed in the following. The
components are organized on four layers. The first layer is represented by the input
data sources in different formats. The input data represented by the documents
corpus contains unstructured or semi-structured data. A number of external
resources were included in the proposed solution for assisting the transformation of
the input document corpus into structured data and enabling the extraction and
classification of the relevant information from the input data. As the input
documents were EHRs, the external resources were selected from the medical
domain, and consisted of predefined lists of medical abbreviations, the SNOMED
ontology (SNOMED-CT: International Health Terminology Standards Development
Organisation. SNOMED-CT, 2015) and the RxNorm nomenclature (Nelson, Zeng,
Kilbourne, & Powell, 2011). A third type of external resource was the WordNet
dictionary, a resource independent of the medical domain.
The second layer of the proposed framework is represented by the processing
components. This layer does not depend on the type or the domain of the input data,
but requires different language resources for the components employing
grammatical knowledge. While each language has a specific grammar, different
resources were needed for normalizing the documents via lemmatization, for
identifying the part of speech and for removing the stop words. The other two
components used for data preprocessing are the concept filtering and n-gram
selector which refine the content of the input data by removing and selecting only
the information with a greater likelihood of being classified as relevant.
The third layer tackles the knowledge extraction task, where the external
resources are employed for the final classification of the possible relevant
candidates.
The final layer represents the implementation of the ADSS in two specific use
cases. One use case is the relation identification task while the second is a complete
flow proposed for the prediction of the diagnosis of a patient based on the
information captured in his/her EHR.

Figure 4-7. General Framework for the Medical Assistive Decision Support System.
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4.3 Input Data Structures
This section describes and discusses the various data sources usually available
when dealing with document and data driven DSS and utilized in the research. The
different levels of granularity required for a concept extraction solution calls for
integrating lexical data sources – dictionaries, and semantically enhanced sources –
ontologies. First, the input data used in the current research is introduced –
Electronic Health Records, and continues with the description of the lexical and
semantic resources. The last section examines the structured datasets.

4.3.1 Corpora – Electronic Health Records
The transition from paper stored medical data to EHRs is motivated by the
goal of the EHRs to provide the physicians at any time the health status of a patient
along with lab results, imaging reports, medical letters from specialists, treatment
status and any other charted information (Rowley R. , 2005). In 1991, the Institute of
Medicine initiated promoting that physicians should start using the then called
computer-based patient records (CPRs) (Dick & Steen, 1991). Ever since the
physicians had struggled with the decision of adopting them, being sceptic when it
comes to the interaction with the patient, with being slowed down by the EHRs or
not being able to support the costs this new technology may have (Adler, 2004).
The standard of the EHRs as specified by HL7 indicates that their main
purpose is to provide historical and current information about the health status of a
patient (Fischetti, Mon, Ritter, & Rowlands, 2007). The standard provides the list of
functions that may be present in the EHRs. Several attempts at defining the EHRs
were made, which qualified the EHR systems as rule-based mechanisms that create,
use, store and retrieve patient records. The privacy and accessibility of the
information captured in the records.
The functional model of the EHRs contains three sections: Direct Care (more
relevant to the physicians), Supportive and Information Infrastructure functions
(more relevant to the technical staff), each split in several additional sections, as
displayed in Appendix 1 in Figure 0-1. The HL7 Behavioral Health Functional Profile
for Direct Care contains an extensive list rules defined in (Mon, Ritter, Spears, Van
Dyke, & et al, 2008) and attached in Appendix 1.
The EHRs are legal documents and must conform to privacy and
confidentiality policies. They capture the patient’s consent and authorization for
medical procedures and information sharing with third parties. They contain detailed
information about patient’s symptoms, surgeries, medications, illnesses or allergies.
By analyzing the information in the EHRs, trends that may lead to significant
problems can be identified, like using the demographic information for predicting
epidemic bursts. The EHRs bring together demographic information like the patient’s
address, contact numbers or date of birth. External resources like images or X-rays
can also be attached to the patient’s EHR.
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Figure 4-8. Electronic Health Record sample.
EHRs focus on all medical aspects of a patient and help find correlation
between actual condition and previous investigations and conditions (Clay R. A.,
2012). A clinical discharge document in raw format informs about document
structuring into chapters containing grouped information regarding: Symptoms,
Diseases, Diagnosis, patient’s Historical information, Medical procedures (Long,
2005), Medication (Halgrim, Xia, Cadag, & Uzuner, 2011), Investigations,
Demographic data or Follow-up information (Rudd, Johnson, & Liesinger, 2010),
prognosis or coding (Yang, Spasic, Keane, & Nenadic, 2009). EHRs focus on all medical
aspects of a patient’s health and help find correlations between the current condition
and previous investigations and conditions (Clay R. A., 2012). In most cases, EHRs are
unstructured, which means – among other things, that information regarding a
certain aspect may be found in several document sections. In order to access
information efficiently and fast, it becomes imperative that all documents are aligned
to a standard structure. A sample of a EHR sample is presented in Figure 4-8.
Along with the EHRs and EHRs systems adoption and, several studies (Edsall
& Adler, 2008) were carried out to evaluate their impact and the users’ satisfaction.
By the year 2011, in USA the EHR systems had been adopted by 54% of the
physicians and 85% of the adopters reported being satisfied by these systems while
one half of the physicians not using an EHR system said they were planning on
purchasing one. The statistics are provided by Jamoom et al in (Jamoom, et al., 2012).
The increasing trend on EHR adoption is captured in (Hsiao, Hing, & Ashman, 2014)
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who report an 18% EHR adoption by the office-based physicians in 2001 that reached
up to 78% in 2013 on the same medical cohort.
The benefits reported by the physicians are shown in Figure 4-9 and split into
physician workflow benefits and patient-related outcomes benefits. The physicians
report as the biggest use of the EHR systems is the ability to access remotely their
patient’s records. Being offered the opportunity of updating the records with critical
lab data reduced also the patient’s suffering and the medical costs as fewer labs were
ordered due to the availability of data.

Figure 4-9. Percentage of physicians whose electronic health records provided
selected benefits: United States, 2011 (Jamoom, et al., 2012).
In Romania the EHR named „dosar electronic de sănătate” has become
mandatory in the medical service since June 2014 (Sanatate, 2015). It can be
accessed by the authorized physician by means of a card reader and by the patient
through an online portal.
Although EHRs increase the quality of the medical services and medical
knowledge, there are also some aspects that make the adoption of EHRs more
complicated. Some of the positive and negative aspects of EHRs are presented in the
following. The advantages of the EHRs exceed their disadvantages in terms of patient
health care. Most of the disadvantages are related to the challenges for
implementing, acquiring, and maintaining such a system.
Advantages
The time required investigating a patient’s condition and establishing a
diagnosis decreases and alongside the patient’s suffering as the medical history of
the patient is easily accessible. The current condition of the patient becomes easier
to be handled as the EHRs are provided with templates where the information is
stored in a structured fashion. Thanks to the electronic storing of the information,
the medical tracks are harder to be misplaced and so are the electronic medical
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prescriptions. Due to easier access of the medical notes and the integration of
medical resources, recent studies or treatments and more powerful information
availability it the medical decisions are more accurate.
Disadvantages
The disadvantages of the EHRs include the costs of acquisition and
maintenance of a system to manage EHRs (Consulting, 2014). Some of the medical
staff may be reluctant to the adoption of the new system as it represents a new
technology that requires time and money spent in training and learning. One
disadvantage that may affect the patient is the problem of privacy because of the
availability of the medical records that can be accessed by many people, some of
them not being authorized. Also, because of the repeated access to the medical
records, information may be altered (Cunningham, Maynard, Bontcheva, & Tablan,
2002).
From a medical report, information regarding medical conditions, symptoms
and diseases can be extracted and used later for establishing relations and diagnosis
for similar inputs. One approach of extracting medication information is presented
in (Spasic, Sarafraz, Keane, & Nenadic, 2010). Using linguistic pattern matching and
semantic rules the authors propose extracting medication relevant information like
medication name, dosage, mode/route, frequency, duration and duration. A set of
547 discharge summaries are used in the analysis and the performance is reported
from the analysis of 251 manually annotated discharge summaries. The process
consists in the following three steps: linguistic preprocessing that deals with
sentence splitting and POS tagging followed by the dictionary interrogation and
pattern matching. The medication names and identifiers like common affixes are
detected using a dictionary of medication names. A second dictionary defining
generic medication types is included in the system. The dictionaries are combined
with the standard dictionary provided by UMLS (Bodenreider, The Unified Medical
Language System (UMLS): integrating biomedical terminology, 2004). Also, a list of
nouns, affixes and prepositions that are commonly found alongside medication
names is generated.
The standard indicates that the EHR information should be captured using
standardized code sets or nomenclature or even unstructured data. When the raw
data is unstructured there are no straightforward mechanisms to infer knowledge
out of data. When the presence of a symptom is noticed in an EHR, a semantic
analysis is required to determine whether the occurrence is an affirmative or a
negated one.
The transition from pen and paper medical records to the EHRs involves the
process of transcribing the data from the paper files into electronic format. Due to
the error prone process, several studies were performed to evaluate the quality of
the transcriptions. In (Paulsen, Overgaard, & Lauritsen, 2012) making the
transcription involves a laborious manual double entry of data for accuracy purposes.
The data was collected from questionnaires filled in by patients. This information was
digitized in two phases: a manual double entry and single manual entry. A significant
improvement was noticed between the two, while the error proportion per 1000
fields was 0.046 in case of manual double entry and 0.370 in the case of the single
manual entry. Another study, conducted by (Hong, Yao, Pedersen, & al., 2013)
evaluated the error rates of manually entered data when transcribing medical
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information with the purpose of transitioning to the electronic medical data. The
error rates reported were low in the case of transcribing pathology fields from a
prostate cancer database. The errors were mostly common when dealing with
descriptive text or text with multiple interpretations.
The U.S. National Library of Medicine contains a collection of biomedical
abstracts and citations ((U.S.), 2009) with annotation performed by a specialist with
biological background. The labelled data used in our analysis consists of 40 abstracts.
The annotated concepts are enclosed by specific tags (like <DIS>, <DISEASE> or
<DIS_VAG> for diseases and <TREAT>, <TREATONLY> for treatment).
The evaluations were performed on 7282 terms out of which 49 were
annotated as medical concepts. An abstract contains at most 514 terms, with an
average of 182 and at most 7 disease related concepts. The average number of
unique medical concepts is 1.23 whereas the maximum number of unique general
medical concepts identified in the documents is 7. The distribution of the part of
speech in our dataset is depicted in and places on the first position the nouns with
40.37%. A frequency of 3.10% is identified in case of adverbs supporting the
usefulness of the negation analysis, as negated concepts represent almost 2% from
the entire set of words existing in our dataset; syntactic and morphologic negation
having similar distributions, as presented in
Table 4-2. The negation prefixes
frequency in our corpus states that the most used negation prefix is non. The list of
prefix negation frequencies and the prefix meanings can be found in Table 4-4.
Table 4-1. Negation as medical concept
Table 4-2. Negation as POS - statistics.
categories - statistics.
POS
Occurrences
Word category

Frequency

Common words

7.96 (%)

Medical Concepts







92.4 (%)

Symptom
Diagnosis
Procedure
History
Medication
Other

45 (%)
17.78 (%)
12.98 (%)
1.92 (%)
4.34 (%)
15.59 (%)

Number of words

%

22397

40.37

13770

24.82

7902

14.24

Adjective

5735

10.34

Cardinal number

3956

7.13

Adverb

1720

3.10

Noun
Other word
types (pronouns,
prepositions,
conjunctions)
Verb

Table 4-3. Negation prefixes frequency.
Negation
Prefix
Non
Dis
Anti
Un
A, an
In, il, im, ir
Ab
Mal

Meaning

Example

Prefix frequency

Absence, negation
Negation, removal,
expulsion
Opposing, against
Not, reversal, cancellation,
deprived of
Not, without
Not, without
Opposite to
Not

Nonsurgical
Discontinue

19.41%
18.60%

Anti-inflammatory
Uncomplicated

15.36%
13.48%

Afebrile
Insufficiency
Abnormalities
Malnourishment

13.20%
12.67%
6.47%
0.81%
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Table 4-4. Syntactic and morphologic negation statistics.
Word Types Number
Negation
Explicit Negation and
Prefixes
Negation Prefixes
465
1054

Occurrences

Explicit Negation

Number of words

589

Mean/documents

6.07

4.79

10.87

Standard deviation

6.21

4.19

9.14

4.3.2 Lexical and Semantic External Resources and Standards
To perform text disambiguation several tools, require the word meanings, like
the tool described in (Elberrichi, Rahmoun, & Bentaalah, 2008) that take into account
the hypernymy relation provided by WordNet. Another approach that can be used
in text disambiguation is exploiting the word meaning in order to establish the
meaning of the word related to the context. One of the most comprehensive
dictionaries of English is represented by WordNet that is extensively used in
disambiguation applications. WordNet (Miller G. , 1995) is a lexical database of the
English language that contains the definition of each word in the language and its
semantic relation with similar words. The semantic relations differ depending on
word type. The nouns are related by defining the hyperonymy, hyponymy,
meronymy and holonymy relations, the verbs can be troponyms, hypernyms or can
be entailed. The adjectives are presented with their corresponding antonyms and the
adverbs that are not numerous are derived from adjectives with the help of affixes.
The words are arranged into 117000 sysnets (synonymy based sets). To each synset
is associated a description of the meaning that is called a gloss. WordNet has been
linked to ontologies such as DBpedia, and several ontologies have been created
linking WordNet with external resources (Wikipedia) or by aggregating the sysnsets
for achieving different language resources. WorNet has been developed for a
numerous number of languages and to serve different purposes: sentiment,
biomedical or image classification.
RxNorm is a collection of generic and branded drugs that enables the use of
semantic techniques for querying the needed data. The RxNorm ontology is part of
the National Library of Medicine (Nelson, Zeng, Kilbourne, & Powell, 2011). This
resource provides a normalized drug terminology allowing for its use in health
related tasks such as navigating among the vocabulary for assisting the clinical
decision support systems. It encompasses 11 external resources in the form of
vocabularies. The periodic one-month updates allow for the terminology to be
always is agreement with real-time changes occurring in the drug and brand names
and content. The taxonomy serves multiple purposes and accommodates the needs
from the different types of users. It provides the different branding names and drug
ingredients needed by pharmacists, the physicians find the clinical drug form they
require for medication orders, while the patients may request information about the
dosage, all being available in the RxNorm nomenclature. Nevertheless, information
such as the drug-to-drug interaction is modeled, along with several other properties
and relationships: pharmacologic class (isa), therapeutic intent (may_treat),
contraindications (drug_contraindicated_for), and others.
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Systematized Nomenclature of Medicine - Clinical Terms (SNOMED-CT)
(SNOMED-CT: International Health Terminology Standards Development
Organisation. SNOMED-CT, 2015) represents a clinical healthcare terminology
(aligned to international standards) designed for being used in EHRs. It is used to
describe a patient’s condition, the medical procedures performed, the spread of
epidemics and many more. It consists of 324,129 (as of June 2016) described by 152
properties. The maximum depth in the graph is of 28, there are classes with more
than 25 children (2462) while the maximum number of children is 2379. Each concept
is assigned a unique ID. Figure 4-11 provides a graphical sample for the elements of
the SNOMED-CT ontology for a limited number of concepts and relations. The
meaning of the colors assigned to the elements is linked to the sources of the
concepts, that is, blue is assigned to the concepts defined inside SNOMED, while the
other colors indicate external sources for the concepts.
To handle the synonymy of concepts, SNOMED-CT uses the descriptions for
each synonym of the concept. SNOMED-CT is represented in a hierarchical form
containing grouped information about disorders, procedures or body structures for
identifying anatomical structures affected, staging and scales to identify for example
a tumor staging. The concepts are organized into semantic classes. The list of
semantic classes in SNOMED consist of: Body structure, Clinical finding, Environment
or geographical location, Event, Linkage concept, Observable entity, Organism,
Pharmaceutical / biologic product, Physical force, Physical object, Procedure,
Qualifier value, Record artefact, Situation with explicit context, Social context,
Special concept, Specimen, Staging and scales and Substance. The concepts are
defined by a unique concept ID, a description and are linked to the other concepts
by relations.
A concept in SNOMED is represented by its name and (possibly) alternative
names, definition, parent relationship and several IDs that help in the unique
identification of the concept in different storage places, as presented in Figure 4-10
The information captured in SNOMED is represented in RDF format, using basic graph
pattern triples <subject-predicate-relation> (SPARQL, 2013) In order to query the
ontology, the SPARQL query language is employed. The queries performed using
SPARQL allow searching for concepts by names, unique IDs or properties, for
discovering the relationships between concepts, and also for result filtering. The
concepts are related based on the is-a relationship and a concept can have several
parents. Like in the case of Acute appendicitis with peritoneal abscess is-a Acute
digestive system disorder which is-a Acute disease.
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Figure 4-10. Ontology instance properties (Whetzel, et al., 2011).

Figure 4-11. SNOMED sample visualisation for a subset of concepts and relations
(Whetzel, et al., 2011).

4.3.3 Labeled Datasets
For this research, a supervised ML approach was chosen to explore the
identification of relations between medical concepts and to predict the health status
of a patient. To study and evaluate the proposed strategies we tested with several
datasets targeted to each challenge.

4.3.3.1 i2b2/VA Workshop dataset
The 2010 i2b2/VA Workshop on Natural Language Processing Challenges for
Clinical Records presented three tasks: a concept extraction task focused on:
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(1) the extraction of medical concepts from patient reports;
(2) an assertion classification task focused on assigning assertion types for
medical problem concepts, and
(3) a relation classification task focused on assigning relation types that hold
between medical problems, tests, and treatments.
The i2b2 and the VA provide an annotated reference standard corpus for the three
tasks1. Uzuner et al. (Uzuner, South, Shen, & DuVall, 2011) propose the relation
extraction challenge aimed at recognizing three types of relations: treatmentproblem, test-problem, and problem-problem. The relations with examples are
shown in Table 4-5. Three general classes of relations between concepts are defined,
each of them containing a different number of relation subtypes: for the treatmentproblem relation - 6 relation subtytpes, for the test-problem - 3 relation subtytpes,
and for the problem-problem relation - 2 relation subtytpes.
Table 4-5. Relations between medical concepts referring diseases.
Type 1: treatment-problem
relations
Relation
Description
type
TrIP
Treatment improves
problem

TrWP

Treatment worsens
problem

TrCP

Treatment causes
problem

TrAP

Treatment
administered for
problem

Examples
[Solu-Medrol]/tr was given for [tracheal edema]/pr
hypertension was controlled on hydrochlorothiazide
She has an elevated cholesterol controlled with Zocor
infection resolved with antibiotic course
who presented with [acute coronary syndrome]/pr
refractory to [medical treatment]/tr and [TNK]/tr
two failed bypass graft procedure
the tumor was growing despite the available
chemotherapeutic regimen
culture taken from the lumbar drain showed Staphylococcus
aureus resistant to Nafcillin
[Allergies]/pr included [PENICILLIN]/tr and [IODINE]/tr .
Bactrim could be a cause of these abnormalities.
Penicillin causes rash.
hypothyroidism following near total thyroidectomy
He did have some peripheral neuropathy related to his
chemotherapy for testicular cancer.
[antibiotic therapy]/tr for presumed [right forearm
phlebitis]/pr
He was given Lasix periodically to prevent him from going into
congestive heart failure .
antibiotic therapy for presumed right forearm phlebitis
heparin was restarted because of a possible small dissection
in the RCA
Dexamphetamine 2.5 mg. p.o. q. A.M. for depression.
Excision of right forearm vein for question of phlebitis
He has some peripheral neuropathy related to his
chemotherapy for testicular cancer.

1

Deidentified clinical records used in this research were provided by the i2b2 National Center for
Biomedical Computing funded by U54LM008748 and were originally prepared for the Shared Tasks
for Challenges in NLP for Clinical Data organized by Dr. Ozlem Uzuner, i2b2 and SUNY.
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TrNAP

Treatment is not
administered
because of medical
problem

NTrP

No relation between a treatment and a problem

Type 2: test-problem relations
Relation
Description
type
TeRP
Test reveals problem

TeCP

NTeP

Example
patient noted to have [acute or chronic Hepatitis]/pr by
[chemistries]/te
an echocardiogram revealed a pericardial effusion
evaluation revealed extensive progressive retroperitoneal
disease
A lung biopsy was performed , revealing chorio carcinoma
An abdominal ultrasound was performed showing no stones .
patient noted to have acute or chronic Hepatitis by
chemistries

Test conducted to
investigate problem

[chest xray]/te done to rule out [pneumonia]/pr
an VQ scan was performed to investigate pulmonary embolus
suggest echocardiogram to check for vegetation
chest x-ray done to rule out pneumonia
No relation between a test and a problem

Type 3: problem-problem relations
Relation
Description
type
PIP
Medical problem
indicates medical
problem

NPP

He was a poor candidate for [anticoagulation]/tr because
of his history of [metastatic Melanoma]/pr.
Relafen which is contraindicated because of ulcers.
Colace 100 milligrams po q day , hold for loose stools .
He was a poor candidate for anticoagulation because of his
history of metastatic
melanoma.

Example
[Resting regional wall motion abnormalities]/pr include
[mild inferior hypokinesis]/pr .
Azotemia presumed secondary to sepsis
a history of noninsulin dependent diabetes mellitus , now
presenting with acute
blurry vision on the left side.

No relation between two medical problems

In the i2b2/VA-2010 challenge, manually annotated data was used, which
allows the study of the relation identification problem, without worrying about the
noise introduced by concept detection. The workshop organizers have provided two
sets of discharge summaries, one obtained from the Beth Israel-Deaconess Medical
Center (BIDMC), Boston, MA and the other from Partners Healthcare, Boston, MA.
The datasets consisted of the training set and the testing set. The volume of data was
170 training documents with 3118 relations and 256 documents for testing, with
6292 relations. The instances’ distribution along the types of relations is presented
in Figure 4-12. The number of instances for each relation type in the training and test
datasets. For the negative examples we included 7114 instances collectively referred
to as None.
An example of how the relations are extracted from the sentences is
presented in the following. Considering the input sentence S, which has been
annotated with medical concepts and their types, we consider all the possible
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concept pairs P1-P6 that are further classified as relations, based on the above stated
assumptions:
S: If you experience [clear drainage] PROBLEM from [your wounds] PROBLEM,
cover them with [a clean dressing] TREATMENT and stop showering until [the
drainage] PROBLEM subsides for at least 2 days.
The candidate pairs are the following:
•
Pair1: (clear drainage, your wounds)
•
Pair2: (clear drainage, a clean dressing)
•
Pair3: (clear drainage, the drainage)
•
Pair4: (your wounds, a clean dressing)
•
Pair5: (your wounds, the drainage)
•
Pair6: (a clean dressing, the drainage)
The task is to correctly extract the relations between each candidate pairs. In
this case the solution is: P1- PIP, P2-TrAP, P3-None, P4-TrAP, P5-None, P6-None,
where None stands for no relation.
In the next section we present in detail each of these features and their
impact on the classification.
The number of instances for each relation type in the training and test
datasets.
2500

Number of instances

2059
2000

1732
1448

1500

992

884

1000
500
51

152

24 109

184

755

342

166

62 112

338

0
TrIP

TrWP

TrCP

TrAP

TrNAP

PIP

TeRP

TeCP

Relation type
Training dataset

Test dataset

Figure 4-12. The number of instances for each relation type in the training and
test datasets.

4.3.3.2 The CKD Dataset
The dataset is designed to be used for predicting chronic kidney disease in
patients and the data was collected from an Indian hospital on a period of 2 months
from 400 patients. To assess the health status of the patient, 24 attributes were
measured from the patients, from age, different types of cell counts, the presence of
underlying conditions such as anemia, hypertension or coronary artery disease. To
map the results on the correct attribute, equivalence classes were defined for each
attribute. For example, the age attribute was identified in documents as “y/o”, “ year
old” or “age”, while the pedal edema attribute was found as “lower extremity
edema” or “peripheral edema”.
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Categorical features:
 sg - specific gravity {1.005,1.010,1.015,1.020,1.025}
 al - albumin {0,1,2,3,4,5}
 su – sugar {0,1,2,3,4,5}
 rbc - red blood cells {normal, abnormal}
 pc - pus cell {normal, abnormal}
 pcc - pus cell clumps {present, notpresent}
 ba - bacteria {present, notpresent}
 appet - appetite {good, poor}
 class - class {ckd, notckd}
Binary features
 htn - hypertension {yes, no}
 dm - diabetes mellitus {yes, no}
 cad – coronary artery disease {yes, no}
 pe – pedal edema {yes, no}
 ane – anemia {yes, no}
Numerical features:
 bp – blood pressure
 bgr – blood glucose random
 bu – blood urea
 sc – serum creatinine
 sod – sodium
 pot – potassium
 hemo – hemoglobin
 pcv – packed cell volume
 wbcc - white blood cell count
 rbcc - red blood cell count
Evaluation dataset for the CKD training model
The evaluation was performed on a number of 32 EHR samples collected from
the documents presented in Section 4.3.1. 16 documents contain data describing
patients that suffer of CKD. The other 16 documents contain descriptions of patients
suffering from other disease than CKD, such as: Autoimmunity diseases,
Gastrointestinal and Liver Diseases, or Endocrinology and Diabetes.

4.3.3.3 The Yelp Dataset
The Yelp reviews dataset (Sajnani, et al., 2014) is a sentiment analysis
oriented dataset that summarizes the outcome of the user generated reviews with
the goal of improving user responses in regards to choosing a business or a service.
It includes 8000 reviews that are classified into at least one of the following 5
categories: Food, Service, Ambience, Deals/Discounts, and Worthiness. There are
8846 examples in the dataset that should be used for training purposes and another
2000 examples which are reserved for test purposes.
The reviews were evaluated by considering 670 characteristics, from the
following two categories: (i) star ratings, and (ii) textual features consisting of
unigrams, bigrams and trigrams. The star ratings are expressed using ranges: 1-2
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stars, 3 stars, 4-5 stars. The textual features were extracted following a text
preparation step. The text in each review is normalized (all words are converted to
lower-case, special characters are removed). Stop words are kept as previous studies
shown the importance of stop words in a sentiment analysis problem. To filter the
possible irrelevant information and reduce the search space, from the total of 54121
unique unigrams obtained, only the ones with a higher frequency of 300 are kept in
the final dataset creation. What is extracted from the review texts is the actual
features classified into: unigrams (375), bigrams (208), and trigrams (120).
To create the dataset, a number of 10000 reviews were manually annotated
by 6 researchers in 225 man-hours of work. 981 reviews were removed from the
analysis because of the ambiguous content of the reviews.
None of the values are unknown or missing, having binary values {0,1}. Even
though the dataset is complete (does not contain any missing information), due to
the multi-label nature, it seems unlikely that an exact classification can be obtained.

4.4 Available Datasets Limitations Discussion
A weakness this study suffers is the availability of labelled and annotated
data, which for the instantiated use case was limited. Although we were oriented
towards finding and using benchmark datasets, this did not always prove possible.
The mentioned weakness is reflected on the limited possibility of comparison of the
proposed approaches with similar existing researches. The missing benchmark
datasets can be grouped into the following categories:
 Annotated documents: while a significant number of competitions occur
in the NLP domain, the availability of data used at these competitions is
limited. Moreover, the medical data is sensitive and even though
anonymized, is not fully made available.
 Negation concepts: a strength of this study in terms of contribution to the
existing knowledge for negation identification, but at the same time, a
weakness in terms ofsimilar solutions to analyze with, is represented by
the morphologic negation identification. While the study is amongst the
few that targets morphologic negation (to our best knowledge there is a
single mention of such strategy in literature, (Blanco & Moldovan, 2011)),
it has been a challenge defining the test data.
 Morphologic negation identification: while a number of solutions have
been proposed for syntactic negation identification, the most common
being NegEx (Chapman, Bridewell, Hanbury, Cooper, & Buchanan, 2001)
for medical concepts, the morphologic negation did not receive that much
attention. The current research attempts at identifying the morphologic
negation by proposing an original selection of linguistic rules that manage
to identify morphologic negated concepts with notable performance.
 Romanian language documents: whilst for the English language the
number of available data that can be used for research purposes for NLP,
for other languages in general (the Romanian language in particular) the
availability is extremely limited. To overcome this limitation, a translationbased strategy and engine was considered. While the limitation is thus
partially solved, several other types of errors might be included: grammar
inconsistencies, missing and inaccurate translations, to name a few.
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4.5 Conclusions
Our strategy aims to be a step towards a medical assistive decision support
system: starting from raw medical data, it infers the appropriate suggestion to each
specific task (further investigations, diagnosis or medication). The medical
documents which are usually stored in unstructured format can be structured using
a terminology mapping technique. The required preprocessing steps proved to have
a significant role in normalizing both the input text (unstructured data) and the
terminology sources (structured data). The filtering step which discriminates
between medical and non-medical concepts via the WordNet dictionary proves to be
an efficient method for filtering the non-medical concepts. In the selection of the
terminology sources (WordNet and SNOMED-CT) their ability to cover the biomedical
domain and also to obtain accurate information was considered.
The contributions presented in this chapter have the potential of deepening the
understanding towards the hidden structures that can be harvested from
unstructured data. The contributions include a complete solution targeting the
objectives proposed in section 51.1. The proposed solution exploits unstructured
data and incorporates a semantic search, document classification, relevant concept
extraction and prediction. The structure associated to the input documents is
expressed at different levels of granularity: word level – relevant concept extraction,
section level – organizing the documents such that information concerning similar
information is grouped in the same section.
Our proposed strategy has been acknowledged by the scientific community
through publication of 1 journal article (in International Journal of Web Information
Systems information – IJWIS)
Bărbănțan, I., Porumb, M., Lemnaru, C., & Potolea, R. (2016). Feature Engineered
Relation Extraction – Medical Documents Setting. International Journal of Web
Information Systems (IJWIS), 12(3), 336-358. doi:10.1108/IJWIS-03-2016-0015
and 2 research papers, presented at international conferences:
1. Bărbănțan, I., & Potolea, R. (2015). Knowledge Extraction and Prediction
from Unstructured Medical Documents. ICT Innovations 2015, (pg. 250259). Ohrid, R. Macedonia.
2. Bărbănțan, I. (2013). Diagnosis Decision Making and Mining with Data
from Discharge Notes. WPA 2013 BUCHAREST CONGRESS Primary Care,
Mental Health and Public Health Integration: The Catalytic Role of
Information & Communication Technology (ICT). București, România.
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In recent years the number of available ontologies has increased, and
identifying the best ontology or set of ontologies to employ in applications has
become a real challenge.

Concept extraction from unstructured documents is a sensitive step in the
knowledge extraction process. Concept mapping is a fundamental task in biomedical
text mining in which textual references of concepts of interest are annotated with
specific entries of lexicons and terminologies. Though there has been a significant
amount of research, there is still a limited number of practical, publicly available tools
for concept mapping of biomedical text specified by the user as an independent task.
The outcome of concept mapping attracts the interest of medical practitioners as an
increasing need of mapping codes to annotations of medical records, and identifying
codes for classifying diseases or merging information from different terminology
sources has been acknowledged.
Text preprocessing is the NLP task of converting free text into a normalized
format that can easily be processed, and is the fundamental task of any free text
annotation problem. Several common steps are required for all text preprocessing
tasks. A general pre-processing flow includes part of speech (POS) identification, stop
words removal and normalizing the concepts employing a lemmatization step, as
depicted in Figure 5-1.

Figure 5-1. Mapping text to terminology sources general flow.
Text disambiguation is another major challenge in NLP. One of the most
comprehensive English dictionaries extensively used in disambiguation applications
is WordNet (Miller G. , 1995).
Several tools employ the hypernymy relation provided by WordNet to
establish the correct meaning. Another approach is to exploit all word meanings to
establish the context-specific meaning. Most applications use WordNet as a word
sense disambiguation tool, but it can be integrated in creating application for
Machine Translation, Information Retrieval, Document Classification or Query
Expansion.
Exploiting efficiently medical data from Electronic Health Records (EHRs) is a
current joint research focus of the knowledge extraction and the medical
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communities. EHR structuring is essential for the efficient exploitation of the
information they capture. To that end, concept identification and categorization
represent key tasks. This thesis presents a disease identification approach which
applies several NLP document preprocessing steps, queries the SNOMED-CT
ontology and then applies a filtering rule on the retrieved information.
Negation in medical documents is a subject of interest in the medical domain
while several approaches are dealing with identifying, labeling and handling
negation. The necessity of negation identification in medical documents is motivated
by the distribution of the negated concepts towards the other occurring words. We
consider negation representing disjoint sets of concepts as it can be expressed with
explicit terms and prefixed terms. Most of the medical negation terms expressed
using prefixes are not usually found in common dictionaries that could help in
identifying their truth values.

5.1 Negation Identification in EHRs
To identify negation in EHRs, we propose a two-step approach: (1)
morphologic negation identification and (2) syntactic negation identification. In the
syntactic negation identification step we identify the words that are negated using
explicit terms (ex: no, without, not, rule out), similar to the NegEx solution (Chapman,
Bridewell, Hanbury, Cooper, & Buchanan, 2001). For morphologic negation, we
proposed identifying the negated words by analyzing their structure. We define the
structure of a word as having two components: the prefix, if exists and the root form
of the word. For example, the word “nonbloody” is made up from the prefix “non”
and the root word “bloody”. To determine the structure of the word, a terminology
list was required, that can classify the root part of the word as being a real word or
not. According to the terminology source, we proposed two approaches: (1) using a
terminology list constructed from all the words existing in the corpus we used for
analysis, which we called BOW-NPI solution, and (2) using WordNet, which we called
PreNex solution. Both solutions employ the same approach for identifying the
syntactic negation, Step 1, while for the morphologic negation identification, Step 2,
the approaches show significant differences.
Step1. Syntactic negation identification
The phrases used as negation cues are collected from the negation lists
defined in the NegEx solution. There are six lists: Pseudo negation terms - phrases
that look like negation terms but do not negate the clinical condition and are skipped
when identified (“no increase”, “not extend”), Pre-condition negation term that are
placed before the term they negate (“absence of”, “denies”), Pre-condition
possibility terms (“rule out”, “will be ruled out for”), Post-condition negation term
placed after the term they are negating (“unlikely”, “is ruled out”), Post-condition
possibility terms (“did not rule out”, “being ruled out”) and Termination terms that
indicate that the scope of the negation term should end (“but”, “still”).
By applying lemmatization as preprocessing step, the lists of negation
determiners is reduced by 20%, thus reducing the size of the dictionary resulting in a
faster matching algorithm and. Also, it is likely that not all possible representations
for each expression is not contained in the lists. Defining lists with root forms
increases the matching probability between the text and the expressions defined.
The removed entities are nouns present both in their singular and plural forms
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(“cause of/causes of”) together with different verbs occurring with several verbal
tenses. For example, these three entries from the PreConditionNegation list “was
ruled out, is ruled out, are ruled out” are all set to their dictionary form “is rule out”.
To instantiate the pattern matching part of our proposed method we used
the Annie tool available in the GATE software (Cunningham, Maynard, Bontcheva, &
Tablan, 2002). Annie relies on ﬁnite state algorithms and the JAPE language. We
defined gazetteers for each negation list from NegEx and created a new jape
processing resource where we added the rules for a grammar to identify occurrences
of the expressions defined in the gazetteers in the provided text documents. By
applying the pipeline on our corpus of medical documents we can estimate the
performance of the system by analyzing the annotations generated.

5.1.1 Literature Review for Negation Identification
Asserting the absence of symptoms during a medical investigation can be
done in several ways, such as:
 The patient has no symptoms.
 The patient is asymptomatic.
 The patient doesn’t have symptoms.
Givon (Givon, 1993) proposes classifying negation into two main categories: syntactic
and morphologic negation. Studies on negation (Mutalik, Deshpande, & Nadkarni,
2001) (Councill, McDonald, & Velikovich, 2010) focus on syntactic negation alone.
Moreover, applications such as NegEx (Chapman, Bridewell, Hanbury, Cooper, &
Buchanan, 2001), Negfinder (Mutalik, Deshpande, & Nadkarni, 2001) or the negation
annotation solution (Vincze, Szarvas, Farkas, & Móra, 2008) proposed for the
BioScope corpus, focus solely on the morphologic negation. As indicated by analyses
performed on medical documents, negative polarity sentences are rather frequent
in medical records: 2% of the concepts have their value flipped due to negation.
The importance of considering negation in medical records is evaluated by
Averbuch et al. (Averbuch, Karson, Ben-Ami, Maimond, & Rokachd, 2003) that report
that including negation in information retrieval improves precision from 60% to 100%
with no significant changes in recall. Searching for a medical condition in an EHR does
not imply that the patient actually suffers from that condition due to the fact that
the condition can be negated.
The authors in (Blanco & Moldovan, 2011) introduce how negation in Natural
Language is characterized and present an approach of automatically determining the
scope and focus of negation. The frequency of the negation-bearing words in the
corpus they use leads to considering negation only the determiners not and n’t. The
scope of negation was identified with 66% accuracy. As future enhancement to their
work, the authors propose including the negation prefixes in determining the scope
and focus of negation. For this, removing the prefix and determining whether the
word without prefix is still valid could be a solution. When dealing with polysemantic
words, they suggest using a dictionary of antonyms. Capturing word’s semantics and
relationships with the help of a dictionary in order to categorize a text is presented
in (Elberrichi, Rahmoun, & Bentaalah, 2008). The text is disambiguated and
represented as features using the concepts and hypernymy relations in WordNet.
The authors compare the results of text categorization when using a bag of words
approach for document representation and when using the WordNet information for
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selecting the features. They evaluate the methods on two datasets and notice that
the WordNet approach exceeds in all test conditions the bag of words approach.
Negation is part of the inter-human communication stating refusal, denial, or
changes opinions. Negation is used in mathematics, computer science or reasoning
to change the truth values of sentences. In natural language negation has different
connotations. The following two sentences generate subtle problems, because one
of them states the complete absence of tiredness ("I'm not a bit tired."), whereas the
other sentence describes a condition of exhaustion ("I'm not a little tired.") (Gindl,
2006).
Disregarding morphologic negation is motivated by the few occurrences
(Blanco & Moldovan, 2011) or by considering the prefixes as not determining
negations (Councill, McDonald, & Velikovich, 2010). In (Mutalik, Deshpande, &
Nadkarni, 2001) negation is defined only when negation terms occur negating
subjects or object concepts (no, without, negative) and specify that even though
there are concepts that have negative connotations (like akinesia) they are not
considered and report these cases as miscellaneous errors. These approaches are
valid when dealing with data that is not domain dependent or in cases when the
negation algorithm is meant to find all concepts that can be determined by a single
negative identifier. In the case of medical records, which are domain dependent
documents, the negations are prevalent as in the medical language negation prefixes
are broadly used. In medical documents is it expected that negation is clearly
formulated as they should be clear and carry as few ambiguous terms as possible.
Negation has application in sentiment analysis when the opinion (positive,
negative or neutral) is in question. In sentiment analysis the goal is to identify the
polarity of assertions that can be positive or negative (Turney P. , 2002). Usually this
is done using specific words for the polarity categories (Rokach, Romano, & Maimon,
2008). The BioScope negation annotated corpus is used for evaluation in order to
extract the polarity of the sentences using a Conditional Radom Field approach and
a dependency parser (Councill, McDonald, & Velikovich, 2010). The authors report
achieving a 75.5% F1 score on the BioScope corpus, a medical corpus and 80% F1
score when using a product reviews corpus.
Syntactic Negation
Using explicit terms represents one of the most frequently employed ways of
expressing negation. Terms like no, without, deny, not, rule out are commonly found
in natural language regardless of domain. Unlike morphologic negation that is
associated to a single word, syntactic negation can determine several words like in
the case of an enumeration of symptoms The patient presented without fever, neck
pain or tiredness.
Morphologic Negation
Morphologic negation denotes negation cases when prefixes are used in
order to express negation. Prefixes are groups of letters placed in front of a word in
order to alter the definition of the word. They support enhancement of the
vocabulary by increasing the number of words. A study conducted in (Stahl & Shiel,
1992) shows that the meaning of the new words learned by children during the
period of a year comes from the context in which the words occur. The separation of
a word into prefix and root form helps in understanding the meaning of the words.
The authors propose a ranking of the affixes that places negation prefixes on top
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positions. The negation prefixes occur in the following positions: “un” is found on the
first position, the words starting with this prefix representing 26% of all prefixed
words, followed on the third position by in-. im-, il-, ir- with 11% (as the second
position we find the prefix re that indicates repetition) and non on the 6th position
with 4% of the prefixed words. However, analyses performed on the MTSamples
medical documents (Transcribed Medical Transcription Sample Reports and
Examples, n.d.) have revealed that morphologic negation is as important (56% of the
total number of negations is morphologic, and 44% is syntactic). Table 4-1 presents
a statistic performed on the categories of concepts which appear negated in the
same dataset: 92% of the negations are related to the medical concepts while only
7.96% are related to common words. The most common negated medical concepts
are the symptoms – 45% of all negated medical concepts. Therefore, in order to
extract the correct information from medical documents, it is essential to separate
between affirmed and negated concepts: i.e. for establishing a diagnosis, the
affirmed symptoms are used to determine possible diseases, whereas negated
symptoms are employed to refine that list via exclusion using the negated symptoms.
However, negation analysis is no trivial task, since the influence of negation
identifiers can spread to several parts of a sentence and change the meaning of
several concepts (as in “The patient did not present with fever, headache or ocular
pain”).

5.1.2 Bag of Words Approach for Morphologic Negation Identification
We proposed the BOW-NPI (Bărbănțan & Potolea, Towards Knowledge
Extraction from Electronic Health Records - Automatic Negation Identification, 2014)
a method that identifies negation in medical discharge summaries. The acronym is
based on the following phrase: Bag Of Words – Negation Prefix Identification. The
method is based on two elements: (1) regular expressions - that match negation
identifiers - and (2) word parsers - that split compound words into prefix and root
word. Since we are dealing with documents from the medical domain, the use of the
specific terms is large and we assume that the negated concept occur in the same
document/set of documents without the negation as well; thus, the pair <concept,
prefix_negated_concept> is likely to appear, for example <bloody, nonbloody>.
To build the taxonomy for this strategy, the Bag of Words approach is
considered. The flow is presented in Figure 5-2 and works as follows: (i) the corpus
of documents is linearized and transformed into a list of unique words; (ii) a list of
possible negation prefixes is defined, as shown in Table 5-1. The first column displays
the prefix, while the second presents the meaning of the prefixes. The prefixes are
out, anti, non, ir, a, un, dis, im. For evaluating whether a word belongs to the
morphologic negation category, we evaluate whether it contains a negation prefix. If
this holds true, the word is split in prefix and root form. Then, the root is searched
for membership in the terminology list. If the root is found, we consider it as a valid
word in the language and include the initial word in the morphologic negation
category.
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Figure 5-2. The BOW-NPI flow.
To reduce the number of false positives, we built specialized rules for the
prefixes. The rule states that the length of a word without prefix should be greater
than two characters. This rule was included because usually when removing a prefix
and the root consists by only two characters, these are usually found is the language
as stopwords, which are not domain-specific concepts (medical concepts as
employed in our construct). To evaluate whether a word is morphologic negation,
we have to determine whether the prefixed word and its root are words belonging
to the language. The root of the word is obtained by removing the negation prefix.
Next, the presence of the prefixed word and its root in the bag of words is assessed.
When the two words are found in the bag of words, enables the classification of the
prefixed word as morphologic negation. This is motivated by the existence of the root
independent of the prefix.
Table 5-1. Negation prefixes and their meaning.
Negation
Prefix
A, an
Anti
Dis
In, il, im, ir
Non
Un

Meaning
Not, without
Opposing, against
Negation, removal,
expulsion
Not, without
Absence, negation
Not, reversal, cancellation,
deprived of

Table 5-2. Statistics of negation identifiers in
documents described in section 4.3.1.
Average negations/doc

8.31

Average negation prefixes/doc

5.47

Average negation and negation
prefixes/doc
Average words/doc
Average sentences/doc

13.78
730.92
59.22

The words distribution of the words in the documents used for evaluation is
presented in Table 5-2. The 2132 sentences available for analysis contain a total of
26313 words, 299 being words negated using explicit terms and 197 words are
expressing negation through prefixes. The average explicit negation words per
document is 8 while the average prefix negation words is 5.
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The performance of the baseline algorithm NegEx on the selected corpus of
documents is presented Table 5-3, column 2. Also, because the NegEx method does
not include prefixes as negations, the recall is unacceptably small
 Evaluation of NegEx on the MTSamples subset dataset
To obtain relevant results we evaluated the performance of NegEx on the
annotated set of documents. The annotations are both syntactic and morphologic
negations identified in the documents. The selected test documents are fed together
with the identified negations to the NegEx tool. NegEx easily identifies the syntactic
negated concepts, but performs poorly in the case of prefix negation identification,
as none of the prefixed negated word is identified, thus resulting in a small evaluation
value for recall of 46.63%.
 BOW-NPI evaluation with no preprocessing on the documents (Exp1)
We evaluated the performance of the proposed algorithm on 2132
sentences. Due to the fact that we introduced the prefix identification method, an
important increase in the recall (almost 20%) of the system is obtained when
comparing to the performance of NegEx on the same dataset. We noticed a small
decrease in the precision of identifying the negations (less than 1%).
 BOW-NPI evaluation on the normalized dataset (Exp2)
For the second experiment we normalized of the content of the documents
by applying lemmatization. The results we report with respect to NegEx represent
again a small decrease in precision, but an important increase in the recall of the
system of almost 27%. The small decrease of precision (3%) with respect to Exp1
becomes acceptable as the recall increases.
Table 5-3. BOW-NPI and NegEx evaluation.
Evaluation
Precision
Recall

BOW-NPI Exp1 (%)
99,39
65,92

BOW-NPI Exp2 (%)
97,84
73,63

NegEx (%)
100
46,63

5.1.3 Dictionary Approach for Morphologic Negation Identification
With the morphologic negation identification solution analyzed, we now
move on to evaluate the performance enhancement by expanding the list with word
definitions. To increase the recognition rate, thus the recall of the proposed BOWNPI approach, we replace the bag of words dictionary with a more comprehensive
solution, the WordNet dictionary, and exploit the definition of the concepts. The
current implementation uses WordNet version 2.1. The flow of the PreNex solution
(Bărbănțan & Potolea, Exploiting Word Meaning for Negation Identification in
Electronic Health Records , 2014) is depicted in Figure 5-3 and detailed in the
following. The input is represented by EHRs. First, they are sent to the document
preprocessing component that tokenizes the documents, removes the stop words,
and adds semantic information to the words in the documents. The last
preprocessing component is the token filtering. After removing the stop words and
tagging the words with their POS, the documents are linearized and now contain
sequences of words and concepts. A token filtering step is necessary as most tokens
in the documents are actually common words. While the goal is to identify the
negated concepts with prefixes, only the words that have negation-specific prefixes
are sent to the following analysis components. Also, all the words that are not
59

Document-Driven Approach for Concept Identification
adverbs, verbs, nouns or adjectives are removed in the token filtering step as the
analysis showed that negation prefixes are more likely to be words from the above
mentioned POS categories. Once the possible candidates for morphologic negation
are identified, a list of morphologic negation rules (detailed in the following) are
applied to determine if the possible morphologic candidates are actually negated
with prefix or are independent tokens. The morphologic negation rules are used in
conjunction with the definitions of the tokens provided by WordNet.

Figure 5-3. PreNex Negation Identification Flow.
Based on an analysis performed on the sysnsets definitions of the negated
concepts we identified patterns that allow making the distinction between words
that are negations and words that are not. We generalized the patterns and
implemented rules for automatically identifying concepts negated with prefixes.

5.1.3.1 The PreNex Algorithm
Algorithm notations:
ω – the possible prefixed word with negation prefix
ῶ – the root of ω
ρ – the prefix of ω {non, dis, anti, un, a, an, in, il, im, ir, ab, mal}
definition(ω) – the WordNet definition of a word
defined(ω) – the word is defined in WordNet
synset(ω) – ω’s synonyms in WordNet
The algorithm of determining whether ω is prefixed with a negation prefix
works as follows:
Input = ω –possible prefixed word with negation prefix
length(ω) >= 6
ρ = prefix of ω
ῶ = Remove ρ from ω
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//R1. Definition recurrence
If definition(ω) contains ῶ
Then ω is negated with prefix
Endif
//R2. Definition content
If defined(ω) and defined(ῶ)
If (definition(ω) contains one negation identifier) OR
(synset(ω) contains another prefixed word with ρ)
Then ω is negated with prefix
Endif
Else
Else //R3. Hyphen – If the prefix is followed by hyphen or
space
Remove the character and obtain the prefixed word ω
If defined(ῶ)
Then ω is negated with prefix
Endif
Else //R4. Compound words - if the word is composed from
joining two words
Identify the words using the Compound words solution  ῶ1
and ῶ2
If defined (ῶ1) and defined (ῶ2)
Then ω is negated with prefix
Endif
END

Compound words solution
Input = ω, ῶ
iterator = 1
ῶ1, ῶ2

= “”

While !defined(ῶ1)
concatenate(ῶ1, ῶ[iterator])
increment(iterator)
End While
if (length(ῶ1) < length(ῶ))
ῶ2 = ῶ - ῶ1
return ῶ1, ῶ2
Endif
Endif
END
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Definition recurrence. The definition recurrence rule deals with the words
being negated with prefixes that have the common property that the root of the
word occurs in the definition of the prefixed word. Example of such a word is inability
whose definition in WordNet is inability -- (lack of ability (especially mental ability) to
do something), where we can notice the presence of the root word ability in the
definition of the prefixed word inability.
Definition content. The second rule identifies negation based also on the
definition content of the word. First, we identify the prefix, remove it from the word,
and obtain the root of the word. If the root and the prefixed word exist in WordNet,
we check whether the word’s definition contains at least one negation identifier (ex:
not, without or absence) or if the word’s synset contains another prefixed word with
the same prefix as the word being evaluated. For example the word insufficiency
matches the case when in the definition of the prefixed word another prefixed word
occurs with the same prefix; insufficiency -- ((pathology) inability of a bodily part or
organ to function normally).
Hyphen – If the prefix is followed by hyphen or space. The list of false
negatives contained words separated from the prefixes by space of hyphen like “antiinflammatory” or “non small”, so we preprocessed the words in order to remove the
extra characters so we can treat them as in the cases before.
Compound words. The last situation, for which we were able to identify a
pattern, was the case when the prefix is attached to compound words. WordNet does
not have definitions for compound words like in the case of “weightbearing”
(negated “nonweightbearing”); that is why we add a new rule that handles the case
of compound words. For this, we removed the prefix and performed an analysis of
the root. If the word can be split into two words with definitions in WordNet, we
consider the word negated with negation prefix.
Compound words solution
The compound words solutio consists of an N-gram based approach where
we progressively build a word from consecutive letters. We start from the first letter
of the compound and at each step we add to the word the next letter from the
compound word. At each step we verify if the newly created word is defined in
WordNet and stop when we find a match.

5.1.3.2 PreNex Evaluation and Discussion
Since our base approach performed very good in terms of precision, yet
rather modest in terms of recall, in our enhanced solutions we want to improv the
recall, allowing a small degeneration of precision. The performance of the proposed
algorithm is depicted in Table IV where is presented besides the performance
(precision and recall), the improvement brought by each rule for morphologic
negation identification. With each new rule we added, the recall records
improvements, meaning that the quantity of correctly identified negated concepts
using prefixes increases. Rule R1 identifies negation prefixes with a precision of
95.07% and a small recall of 29.09%. The following rules added, R2, R3, and R4,
introduce degradation in precision, but the decrement of 3.55% becomes irrelevant
in relation to the increase of 45.69% achieved for recall. The trend of recall
improvement is captured in Figure 5-4 where we can easily notice that each rule adds
improvement to the overall identification problem, while preserving the precision.
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There are also a few cases that we could not cover, as for the remaining
unidentified words we could not determine patterns. The false positives introduced
by the rules are not medical related terms, thus making our analysis trustworthy
when performed on a medical dataset.
In the case of the morphologic negation identification, the most common
word that could not be identified was “nonexertional”, as it did not match any of the
proposed rules. Its definition does not contain any negation identifiers and the word
“exertional” does not have a definition in WordNet. Another prefixed word that is
not identified with the proposed solution is “independently”. This happens because
after the prefix is removed, the word “dependently” is searched for in WordNet.
Because the word is not in its base form, but is sent as adverb, the negation
identification fails.

PreNex Rules Recall Enhancements
100

95.07

92.81

91.56

90

89.0190.87

92.62 93.6 93.11

82.35
74.78

80
70

(%)

60
44.55

50
40
30

29.09

20
10
0
R1

R1+R2
Precision

Recall

R1+R2+R3

R1+R2+R3+R4

F-measure

Figure 5-4. The effect of adding new negation identification rules on the
evaluation metrics.
The false positives introduced by the proposed solution are “infusion”,
“absolute”, “intensity” or “another”. In case of the word “another”, it matched the
“an” prefix and in the dictionary were found the definitions for both “another” and
“other”.
With the PreNex strategy, the number of correctly identified morphologic
negation terms increases even if with a small decrease of precision, as shown in
Figure 5-5.
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Bow-NPI vs PreNex
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Figure 5-5. Bow-NPI vs PreNex for morphologic negation identification.

5.2 Cross-language Morphologic Negation Identification
Even though generic, the morphologic identification approach requires
language dependent external resources. In this particular use case we used the
English version of the WordNet dictionary. To prove that the proposed solution is a
general one and can easily be translated to any language, we conducted an
experiment for the Romanian language.

5.2.1 Literature Review for Cross-language Negation Identification
Both in Romanian and English languages the task of identifying negation is
mostly focused on negation expressed with specific words such as nu, fără, nici in
Romanian or not, without, nor, the English corresponding words. Morphologic
negation is disregarded and there are even cases when it is otherwise inferred. For
example, the authors in (Iordachioaia & Richter, 2009) talk about negation prefix
when dealing with the word not and refer to it as negation prefix, whereas they are
dealing with syntactic negation based on Givon’s negation classification (Givon,
1993). They present a system that identifies the n-words that represent negative
quantifiers in order to determine the negative concord for the Romanian language.
A language dependent approach is presented in (Skeppstedt, 2011). The
system deals with the identification of negation in clinical records with the goal of
identifying the negation marked by a trigger or not clearly specified using specific
negation words. Three trigger phrases are used in order to identify negation. They
use as starting point the English version of the NegEx algorithm. The trigger phrases
are grouped into lists of words: pre-negation list, post-negation list and pseudonegation list. Based on the words identified in the text and then selected from these
lists, the sentences are classified as affirmed propositions, negated propositions or
ambiguous propositions. In order to evaluate the performance of the system, the
sentences are first manually classified into these three categories and then the
results were compared with the output of the system. The authors used in their
evaluations 558 sentences containing negation triggers and reported 75.2% precision
and 81.9% recall and for 342 sentences not containing negation triggers, they report
a predictive value of 96.5%.
A cross-lingual approach for document summarization is proposed in (Orăsan
& Chiorean, 2008). The authors evaluate how a cross language approach could help
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in distributing news around the world when dealing with ordinary but not breaking
news that are easily propagated among websites. The authors use as source language
Romanian and translate the summarized information into English. The translation is
performed using a bidirectional English-Romanian translation tool. The authors
evaluate the performance of their approach by asking a set of questions to judges.
The questions are regarding the Romanian summarizations and then the same set of
the questions were asked for the translated summaries. An accuracy of 43% is
reported in the case of giving correct answers for the summarized documents. Most
of the questions that could not have been answered are due to the fact that the
translated summaries were not clearly understood.
In the case of medical records, (domain dependent documents) the negations
are prevalent as in the medical language negation prefixes are broadly used. In
medical documents is it expected that negation is clearly formulated as these
documents should be clear and carry as few ambiguous terms as possible. The
analysis of morphologic negation is presented as a future enhancement for the work
of the authors in (Blanco & Moldovan, 2011), where they predict a growth in the
performance of identifying the scope and focus of negation by removing the prefix
and determining the validity of the obtained word. They introduce how negation in
Natural Language is characterized and present an approach of automatically
determining the scope and focus of negation. The frequency of the negation-bearing
words in the corpus they use leads to considering negation only the determiners not
and n’t. The scope of negation was identified with 66% accuracy. Negation in medical
documents is approached by Averbuch et al. in (Averbuch, Karson, Ben-Ami,
Maimond, & Rokachd, 2003) that report that including negation in information
retrieval improves precision from 60% to 100% with no significant changes in recall.
They also state that the presence of a medical concept in the record, like a symptom,
does not always imply that the patient actually suffers from that condition as the
symptom can be negated. Capturing word’s semantics and relationships with the
help of a dictionary in order to categorize a text is presented in (Elberrichi, Rahmoun,
& Bentaalah, 2008). The text is disambiguated and represented as features using the
concepts and hypernymy relations in WordNet. The authors compare the results of
text categorization when using a bag of words approach for document
representation and when using the WordNet information for selecting the features.
They evaluate the methods on two datasets and notice that the WordNet approach
exceeds in all test conditions the bag of words approach. Negation has application
in sentiment analysis when the opinion (positive, negative or neutral) is in question.
In sentiment analysis the goal is to identify the polarity of assertions that can be
positive or negative (Turney P. , 2002). Usually this is done using specific words for
the polarity categories (Rokach, Romano, & Maimon, 2008). The BioScope negation
annotated corpus is used for evaluation in order to extract the polarity of the
sentences using a Conditional Radom Field approach and a dependency parser
(Blanco & Moldovan, 2011). The authors report achieving a 75.5% F1 score on the
BioScope corpus, a medical corpus and 80% F1 score when using a product reviews
corpus.
A cross language strategy to perform sentiment analysis for identifying
subjective sentences is proposed in (Riloff & Wiebe, 2003). While translating queries
from English to Indonesian the authors in (Hayuran, Sari, & Adriani, 2007) show that
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using a collection of dictionaries rather than a single dictionary significantly improves
the results. The English language covers a large amount of everyday life subjects, so,
we should try to benefit in any possible way from this. The concepts used in
Computer Science especially but also in other scientific and professional fields tend
to be English. The medical domain makes no exception. Terms like bypass or followup became familiar to every single one of us (Frinculescu, 2009).

5.2.2 Cross Language Strategy for Morphologic Negation Identification
The methodology for morphologic negation identification in EHRs for the
Romanian language originates in the solution designed in Chapter 5 and instantiated
in Section 5.1 for the English language.
The approach defined for solving the cross-language negation identification
problem embodies two concepts referring the two languages involved. The new
language that is the subject of the new approach is referred to as target language,
while the language for which the approach has already been defined is referred to as
source language. In this particular case the source language is English, the target
language is Romanian, and the task is negation identification in EHRs. However, the
approach is not limited to specific languages and/or tasks. Once in a source language
an efficient solution for text processing has been identified, the approach defines a
way of tailoring it to fit the characteristics of the target language. However, the
methodology does not constrain the choice of languages. Provided the linguistic
resources for other languages are available, the same strategy is applicable. The
specific goal is to instantiate the cross language methodology that identifies
morphologic negation in both the source and target languages using the linguistic
resources in the corresponding language. The source language is English, for which
we have proposed and evaluated the PreNex strategy (Bărbănțan & Potolea, Towards
Knowledge Extraction from Electronic Health Records - Automatic Negation
Identification, 2014) and the target language is Romanian, which represents the
subject of the current approach. The resources we employ in our analysis consist in
a dataset of EHRs available in English. The flow starts by translating them into
Romanian using an online translation service to obtain standardized documents and
a reliable comparison. We propose a dictionary based approach where we identify
morphologic negation. The dictionaries we use are WordNet (Fellbaum, 1998) for
English and DexOnline (Frâncu & Borza, 2015) for Romanian.

5.2.2.1 RoPreNex Algorithm Methodology
In the current approach we propose identifying morphologic negation in
medical documents written in Romanian, by adapting the general strategy proposed
and instantiated for the English language. The solution was first introduced in
(Bărbănțan & Potolea, Towards Cross Language Morphologic Negation Identification
in Electronic Health Records, 2014). For achieving the goal of obtaining a morphologic
negation solution, the following resources are needed for the target language: (1) a
dictionary of the language, and (2) annotated documents to validate the results. For
the current approach, the dictionary we used was DexOnline while for the
documents we translated the corpus used for the PreNex solution. Table 5-4 displays
the correspondence between the English and Romanian negation prefixes, and a
number of similarities between the English negation prefixes and the corresponding
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Romanian negation prefixes is observed. We propose the RoPreNex algorithm to
identify morphologic negation in Romanian medical documents, presented in Figure
5-6. A set of original rules were defined to determine the classification of a term as
morphologic negation. The rules consider the existence of the words and their root
in the DexOnline dictionary and also the content of their definition. DexOnline
represents the Romanian language dictionary and consists of a collection of
Romanian dictionaries. The dictionary interlinks the words with their definitions and
has also integrated synonyms and the newest words that appeared in the language
after 2004, when the integration of the dictionary on paper completed.
Table 5-4. Correspondence of English and Romanian negation prefixes.
Negation prefix
(En)
In, il, im, ir
A, an

Negation
prefix (Ro)
In, i
A

Non

Ne

Dis

Des, dez, de,
ne
Anti, Contra
Ne

Anti
Un

Meaning

Example (En)

Example (Ro)

Negative prefixes
Not, without,
lacking
Absence,
negation
Negation,
removal, expulsion
Opposing, against
Not, reversal,
cancellation,
deprived of

Insufficiency
Afebrile

Insuficient
Afebril

Nonsurgical

Nechirurgical

Discontinue

Discontinuu

Anti-inflammatory
Uncomplicated

Antiinflamator
Necomplicat

Figure 5-6. RoPreNex flow.
Adapting the PreNex algorithm to handle the Romanian documents required
a number of adjustments to the rules. As the DexOnline dictionary also contains
definitions for the words that are not frequently used in the language (like
regionalism or rural expressions) it requires an additional verification step such that
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these words do not interfere with our search. In case of the rural expressions, the
words are truncated or the first letters may be removed in which case we might deal
with a false case of root word.
At present, the Romanian lemmatization tools (and for most of the languages)
are less efficient than the ones existing for English. Moreover, they should be
accessed via a web service, which induces time overhead (also a less reliable
solution), so we propose a lemmatization process that is able to normalize the words
in the documents by bringing them to their dictionary form. The approach works as
follows. For each word in the documents that was selected as possible negated
concept, we remove its prefix and before determining its truth value, we lemmatize
it. The current approach considers the termination of the words. Usually the
difference between the words in the document and their dictionary form appears in
the added termination that announces the inflections (eg. e is added for the plural of
nouns or em in the case of verb tenses). When a match between the preprocessed
word from the document and the words in the dictionary, we send to the negation
identification rules the currently preprocessed word.
The RoPreNex strategy is presented in the algorithm below.
Algorithm notations:
ω – the possible prefixed word with negation prefix
ῶ – the root of ω
ρ – the prefix of ω {anti, dez, des, de, ne, in, a, im, contra}
definition(ω) – the definition of a word
defined(ω) – the word is defined in dictionary
literal(ω) – the word is in its literal form
The algorithm of determining whether ω is prefixed with a negation prefix works
as follows:
Input = ω –possible prefixed word with negation prefix
ρ = prefix of ω
ῶ = Remove ρ from ω
//Literal words
If (literal(ω)) (literal(ῶ))
ω <- lemma(ω)
ῶ <- lemma(ῶ)
//R1. Definition recurrence
If (definition(ω) && definition(ῶ))
Then ω is negated with prefix
//R2. Definition content
If (definition(ω) contains one negation identifier)
Then ω is negated with prefix
Endif
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Endif
Else //R3. Undefined prefixed word
If (!defined(ω) and defined(ῶ))
Then ω is negated with prefix
Endif
END
For the morphologic negation identification task following rules were
defined: Literal words, Definition content, Undefined prefixed word.
Literal words. The DexOnline dictionary also contains definitions for the
words that are not used in common language like regionalism or rural expressions.
In this case the words are shortened and the first letters are removed when
expressing the words, case in which they could falsely represent prefixes. This rule is
a preprocessing step applied for the words in the dictionary. The following rules are
the actual negation identification rules.
Definition content. The definition content rule identifies negation based on
the definition of the word. First, we identify the prefix, remove it from the word, and
obtain the root of the word. If the root and the prefixed word exist in DexOnline, we
check whether the word’s definition contains at least one negation identifier.
Undefined prefixed word. The undefined prefixed word rule is applied in the
cases when the prefixed word is not defined in the dictionary as it could represent a
domain specific term. In this case we remove the prefix and determine whether the
root of the word is defined in the dictionary.

5.2.2.2 RoPreNex Evaluation and Discussion
To evaluate the RoPreNex approach, we used a dataset of English EHRs as described
in section 4.3.14.3.1. As the current goal is to analyze medical documents for the
Romanian language, we propose an adaptation of the morphologic negation
identification completed for English. As we want to make sure that the documents
we send for analysis are compliant with the medical standards, we translated the
documents to Romanian. To obtain the Romanian version of the EHRs, we used an
online translation tool to obtain the correspondence of the medical documents
between the two languages. There were cases where the translation tool employed
could not translate all terms due to the fact that the words were not found either in
the English dictionary nor in the English-Romanian dictionary. This issue was
encountered in the case of the word nontender or nonfasting which are domain
specific terms, in our case, the medical one. The proposed methodology of evaluating
the negation identification for the Romanian language follows the steps in Figure 5-7.
First, the corpus of documents used in the English language is translated for a reliable
comparison. Then we preprocess the documents and apply the proposed negation
identification rules. The last step employed is the proposed adapted strategy for
identifying negated concepts.
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Source language
processing

Target language
processing

Translation
tool

- collect EHRs

Source Target
language

- document preprocessing
- token filtering and analyis
- negation identification
strategy

Figure 5-7. RoPreNex processing flow.

Table 5-5. RoPreNex algorithm rules
coverage.
Rule
Definition content
Undefined prefixed word

% of covered
cases
78.57
21.43

Table 5-6. RoPreNex performance.
Rule
Definition content
Undefined prefixed
word
Overall performance

Precision (%)

Recall (%)

76.74
81.82

84.62
69.23

77.78

80.77

Table 5-7. Performance of negation identification strategy for Romanian and
English strategies.
Approach
Romanian approach (RoPreNex)
English approach (PreNex)

Precision (%) Recall (%)
F-measure (%)
77.78
80.77
79.24
92.62
93.60
93.1

In our proposed strategy, most of the prefix negated concepts are identified
by the Definition content rule, as most of them are defined in both representations:
as prefixed word and root form, Table 5-5, line 2. A smaller percentage of the prefixed
concepts are not defined in the dictionary, and for this case we had to introduce the
second rule Undefined prefixed word, Table 5-5 line 3 which covers 21.43% from the
total number of correctly identified concepts.
The rules we propose for identifying morphologic negation in Romanian
medical documents are promising as can be seen in Table 5-6, last line. Even though
the Undefined prefix word rule has a small value for recall, the great value for
precision makes it an important rule for our approach, Table 5-6 line 3. Making a
tradeoff between the quality and number of correctly identified negated concepts,
we report an overall performance of precision of 77.78% and recall of 80.77%. The
PreNex strategy outperforms the current RoPreNex strategy with only 14.85% in case
of precision and 12.83% in case of recall, as presented in Table 5. To the best of our
knowledge a tool for dealing with morphologic negation has not been developed for
the Romanian language, that is why we report our results to our English version of
the algorithm. The performance of our proposed strategy is satisfactory taking into
account the fact that the documents we evaluated were translated and not original
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and the fact that we did not include any language specific methodologies for text
analysis. Moreover, the strategy can apply for any target language.
The reported performance of our proposed approach is promising, and report
the following problems that target the translation tool employed, words’ structure,
and dictionary content.
Translation level issues. The translation tool we employed in our approach
did not manage to perform a one-on-one translation. There were cases when in the
translated document we encountered English words like nontender or nonfasting.
Word level issues. Other issues we encountered were related to the fact that
for the Romanian language we could not employ a lemmatizer that helped in
normalizing the words such that they were brought to their dictionary format. Using
our lemma implemented approach we managed to increase the recognition rate, but
when the inflectional form of the word changes the root’s structure it remains an
issue that has to be addressed. We also found cases when the words are shortened
in the source language and the translation tool could not translate the word in the
target language, like in the case of the word noncontrib.
Dictionary level issues. The DexOnline dictionary used in this approach is
populated with most of the words that exist in the Romanian language and also with
the newest terms included in the language. But, there still are cases when the
dictionary fails to capture information about specialized terms such as atraumatic.
The false positives are usually represented by words that have a negation specific
prefix but are not actually negated words. Like in the case of the word informat
whose English correspondent is informed. In this case the word matches all rules we
defined as the word and its root are both defined in the dictionary, but do not
represent a negated entity.

5.3 Methodology for Concept Mapping Free Text to Terminology Sources
Several practical questions arise when dealing with text mapping and
terminology source management: 1) Which text preparation steps are essential to
organize the text? 2) Which is the most suitable terminology source (or sources) to
help identify the medical concepts?, and 3) How to select the semantic classes of
interest from the terminology sources. The process we propose for mapping free text
to a predefined terminology consists of a sequence of text transformation steps
followed by token filtering, similarity measurements, semantic interpretation and
finally category identification, as illustrated in Figure 5-8.
Our proposed approach, Medical Concept Identification and Mapping
(MedCIM), consists of two separate flows. The first is related to processing the raw
document and identifying the medical concept candidates, while the second flow is
related to mapping the candidates to the medical terminology, therefore identifying
the actual medical concepts. In Figure 5-8, the document processing flow is
represented with full arrows while the concept mapping tasks are represented with
dashed arrows.

5.3.1 Literature Review for Concept Mapping
A number of challenges related to the exploitation of EHR and health related
documents are captured in (Xu & Friedman, 2003). In their analysis, the authors make
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use of several types of documents like discharge summaries, pathological and
radiology reports. These documents are unstructured and usually are analyzed
manually, whereas an automated system could reduce the time required to identify
relevant information, analyze and structure the information and documents.
Nevertheless, a manual analysis does not imply as much pre-processing and data
preparation as an automated process.
In (Jonquet, Nigam, Shah, & Musen, 2009) the authors present an ontologybased web service for annotating biomedical textual information. A collection of over
200 biomedical ontologies and terminology repositories are integrated from the
UMLS ontology repository and the NCBO bioportal ontologies. The authors propose
a two-step mapping approach. First, a syntactic concept recognition step is employed
using a dictionary of terms generated from the two ontology repositories. Then, the
annotations are expanded with the knowledge existing in other ontologies. A
semantic distance method is employed to create new annotations considering the
sibling relations defined in the ontologies, while an ontology-mapping component
propagates the annotations. One challenge that arises when solving a text to
ontology mapping problem is represented by the ontology selection, as reported by
the authors of (Jonquet, Musen, & Shah, Building a biomedical ontology
recommender web service, 2010). In recent years the number of available ontologies
has increased, and identifying the best ontology or set of ontologies to use in
applications is a real challenge.
The authors in (Pakhomov, Jacobsen, Chute, & Roger, 2008) analyze and
compare various aspects of determining the agreement between the symptoms
patients report and the information filled in the EMR. A visit to the medical doctor
consists in first filling up a questionnaire where the patients select the symptoms
they suffer. This information is further in agreement or not with what the medical
doctor finds out from the patient while filling in the EMR. Agreement was evaluated
on a limited number of symptoms (3) which were reported by 1,119 patients of 18
years or older. The symptoms were compared to the non-negated terms identified
in their clinical notes. The difference in agreement between patient self-report and
documentation of symptoms in the medical record are reported as Kappa statistics
for each of the symptoms evaluated (0.50 (95%CI 0.41-0.59) for chest pain, 0.46
(95%CI 0.37-0.54) for dyspnea and 0.38 (95%CI 0.28-0.48) for cough).
The work of the authors in (Bodenreider & Burgun, Biomedical Ontologies
Chapter 8, 2005) is focused on the biomedical data storages and the mapping
between them. In (Burgun & Bodenreider, 2001) they investigate the mapping
between WordNet, a general terminological system and a domain-specific one,
namely UMLS ((U.S.), 2009). They evaluate the terminological mapping at three
levels: terms, concepts, and semantic classes. The classes evaluated for the two
terminologies are ANIMAL and HEALTH DISORDER and the results reported are that
83% of the terms in WordNet have a correspondent in UMLS and 2% of the terms in
UMLS were also found in WordNet. The limitations of the proposed system come
from the overlapping categories when a term can belong to several classes. The
different terminologies used to express the concepts are also a source of mismatch
as WordNet may capture lay terms that are not defined in a domain specific
terminology (UMLS).
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Extracting medical terms form discharge summaries is presented in (Batool &
et al., Annual International Conference of the IEEE Engineering in Medicine and
Biology Society). The identified medical terms are then converted into SNOMED-CT
codes, by combining several NLP pre-processing techniques. An additional ontology
and a synonymy service to enhance recognition and mapping to SNOMED-CT
concepts is employed. As the research is currently ongoing, the performance
evaluation is not yet reported. Similar approaches are proposed in [11] and where
the SNOMED-CT instances and their hierarchical information is used to identify the
disease concepts in EHRs.
The authors in (Savona, Masanz, Ogren, & Zheng, 2010) introduce cTAKES
Apache clinical Text Analysis and Knowledge Extraction System developed for
medical concept identification, negation identification and document structuring.
The system uses medical ontologies such as SNOMED to identify diseases, symptoms
or procedures, and RxNorm (Nelson, Zeng, Kilbourne, & Powell, 2011) to identify
drug names and specific components. The system consists of several modules each
evaluated independently with reported values ranging from 0.58 to 0.957 in terms
of F-score. In case of the named entity recognizer and system-level evaluation the
system is evaluated to an F-score of 0.715 for exact and 0.824 for overlapping spans.

5.3.2 MedCIM: Document Processing and Semantic Biomedical Mapping
In the document flow module, we identify and employ several text preprocessing steps, thus answering the first addressed question. The document flow
follows the steps that are applied on the raw document up to the point of identifying
the possible medical candidate terms. The main modules in the document flow are
pre-processing and filtering the candidates (described below). To tackle this problem
we proposed the MedCIM solution, which was first evaluated on a subset of ontology
concepts, diseases. This initial solution was proposed in (Bărbănțan, Lemnaru, &
Potolea, Disease Identification in Electronic Health Records. An ontology based
approach, 2014). The solution was extended with the identification of symptoms,
procedures and treatment related concepts in (Bărbănțan, Lemnaru, & Potolea,
Concepts Identification in Medical Documents, 2015), while in (Szenasi, Lemnaru, &
Bărbănțan, 2015), additional linguistic enhancements were included for increasing
the precision of concept to ontology mapping.
Pre-processing
In the pre-processing step we included POS identification, stop words
removal and normalizing the concepts through lemmatization. These steps are all
applied on the raw document and their outcomes are combined into a list of medical
candidate terms for which we build a list of properties: token position, original
content, lemma and POS. Based on the observation that the medical concepts are
not always represented as a single term, we include a 2-gram and 3-gram extraction
step. The selected grams are lemmas having noun or adjective as associated POS. For
treating the abbreviations, we include in our analysis the concepts that have SYM
(symbol) as POS.
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Figure 5-8. MedCIM processing flows.

Concept Filtering
To identify whether a concept is a medical concept candidate, we validate its
relationship with the semantic medical classes defined in WordNet. The possible
medical candidates we propose are the terms and n-grams which are included in the
medical WordNet classes or do not have a definition in WordNet. For example,
domain specific medical terms such as the Pelizaeus-Merzbacher disease are not
included in the WordNet dictionary, thus becoming medical candidates. Based on the
approach presented in (Bodenreider & Burgun, Biomedical Ontologies Chapter 8,
2005), we started to investigate how WordNet can be used as an initial filtering step
consisting in discriminating among ordinary terms (possible false positives) and the
medical concept candidates. The filtering step is followed by the mapping process,
where for each candidate medical concept we search for the corresponding instance
in the SNOMED-CT ontology.
For assigning categories (disease, symptom, medication, procedure) to the
medical concepts, we have defined several terminology lists, by querying the
SNOMED ontology, as follows: we extract the instances which are related to the
categories and identify the relationship between the concepts and the terminology
lists. To identify the content corresponding to the categories, we explored the
semantic class categorization defined in SNOMED-CT. A class includes all the
concepts assigned to a given semantic type. The semantic classes along with their
content are exemplified in Table 5-8. From each semantic class we extracted all the
instances along with the following information: id, preferred label and all the
alternative labels. The alternate labels as defined in SNOMED-CT are actually the
synonyms of the concepts, representing other possible terminologies for a selected
concept. Each instance is preprocessed following the same steps which were
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employed for the input documents: POS identification, stop words removal and
lemmatization.
Table 5-8. List of the semantic classes in SNOMED-CT.
Semantic class
Symptoms
Medication
Diseases

Procedure/test

Category (Identifier)
Sign or Symptom (T184), Cell or Molecular Dysfunction (T049)
Pharmaceutical Substance (T121), Organic Chemical (T109),
Clinical Drug (T200), Antibiotic (T195)
Disease or Syndrome (T047), Pathologic function (T046), Mental or
Behavioural Dysfunction (T048), Congenital Abnormality (T019),
Acquired Abnormality (T120), Anatomical Abnormality (T190),
Neoplastic Process (T191), Experimental Model of Disease (T050)
Health Care Activity (T058), Laboratory Procedure (T059),
Diagnostic Procedure (T060), Therapeutic or Preventive Procedure
(T061)

In the attempt to assign categories to the extracted terms, we search for the
closest category to the terms. As metric we use the cosine similarity, as feature
vectors we use the labels and alternate labels of the term as extracted in the
terminology lists, considering also the POS information for both the candidate and
the labels. The term t is assigned category c if c corresponds to i that maximizes
argmaxi cos(t,ci) and is above a threshold ϴ determined experimentally. The
identification of the concept category using a distance measure and grouping
terminology lists into semantic classes answers the third question we addressed in
our thesis.

5.3.3 MedCIM Evaluation and Discussion
The MedCIM approach was built incrementally being driven by the need of
increasing the recall. The RxNorm external resource, the abbreviation handler and
morphologic negation identifier components have been added in the solution as a
consequence of analyzing the results of the extraction and classification. The diagram
in Figure 5-9 summarizes the MedCIM flow, and shows the different components
involved in the extraction and classification processes. As the legend shows, the
elements colored in orange are the external resources employed. The original
processing components are represented with green rectangles while the processing
components reused from the existing solutions in literature are displayed in blue.
The reason for reusing existing solutions and proposing new ones is motivated by the
need of the current approach and the performance and scope of the existing
solutions. That is why, in the case of negation, we selected to reuse the existing
NegEx solution for syntactic negation and enhancing it with our own solution for
morphologic negation. The intermediary results obtained after each filtering step are
represented with purple, while the final result is represented with white.
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Figure 5-9. General flow for concept identification with instantiation of the external
resources.
This section presents the experiments performed on medical documents
using MedCIM. To demonstrate that our approach is powerful and valid we evaluated
it on two different document types. One contains medical abstracts while the other
is a corpus of discharge summaries. We started by evaluating the approach on the
Medline Abstracts dataset for identifying the disease related concepts. Then, we
extended the analysis by identifying the concepts belonging to four different
semantic categories using the 2010 i2b2/VA Challenge Train Dataset.

5.3.3.1 MedCIM Evaluation on the Medline Abstracts Dataset
The evaluation results indicate that 73.77% of the concepts annotated in the
documents were correctly identified. We believe that the value of the false negative
rate can be (partially) justified by the incompleteness of the terminology lists. The
overall measurement results are summarized in Table 5-9.
Table 5-9. Evaluation results for disease identification on the Medline
Abstracts dataset.
Concepts
to identify
49

Correctly identified
concepts
36

New annotation
proposal
9

Regular medical
concepts
120

The analysis on the type of the false positives has indicated that they can be
split into two categories: missing annotations and regular medical concepts. We
identified that 9 terms are actually not false positives, as the strategy proposes new
concepts which are missing from the original annotations and should therefore be
included in the abstracts. These should not be actually counted as errors, since our
method has correctly identified them as being medical concepts. Another source of
false positives is represented by regular medical concepts, i.e. common medical
terms found in the labels and alternative labels of the instances in the categories,
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which our approach identifies as medical concepts We consider this type of errors
can be corrected by considering the frequency of the medical terms in the biomedical
mapping process, by removing frequently occurring medical terms.

5.3.3.2 MedCIM Evaluation on the 2010 i2b2/VA Challenge Train Dataset
We have also evaluated the methodology on a subset of the training data
made available at the 2010 i2b2/VA challenge (Uzuner, South, Shen, & DuVall, 2011).
The proposed method was tested on a dataset including 1693 (not unique)
annotated medical concepts, as introduced in Section 4.3.3.1.
Our approach is quantity/recall driven, as it is more important in medical
diagnosis problems to identify all the possible medical conditions and symptoms of
a patient than to miss an important medical aspect that could make the difference
between a patient that is sent home ill and a patient that is having additional tests
when the preliminary investigations do not lead to an obvious diagnosis. Moreover,
it is more feasible and efficient for a medical doctor to eliminate the false positive
concepts than to try and identify the missed medical concepts. The final results show
that 1267 medical concepts were correctly identified, which means a recall rate of
74.83% and a precision of 73.7%, (F-measure = 74.26%) as shown in Table 5-10. We
explored several strategies for enhancing the identification process, described
below:
Evaluation 1 - Initial Evaluation. In the initial evaluation we used only the
SNOMED-CT defined lists. By analyzing the results, we determined that abbreviations
were not identified as medical concepts. Also, the list of false negatives included
diseases and symptoms that are expressed using morphologic negation. For these
concepts, the ontology maintains only the affirmative correspondents. For both false
negative cases we proposed the solutions described below.
Evaluation 2 – Handling Abbreviations. We included the abbreviations in the
concept extraction phase, by using the lists of abbreviations for the procedures and
diseases defined in (Gooch, 2012). Among the concepts that were identified in this
phase are: ct (computed tomography), hct (hematopoietic cell transplantation), wbc
(white blood cell count) in case of the procedure related concepts and pca (prostate
cancer) or hsm (hepatosplenomegaly) for the disease related concepts. An
improvement of 5.5% in recall was achieved, precision increased with 1.22% while Fmeasure with 3.47%.
Evaluation 3 – Handling Morphologic Negation. As second improvement, the
PreNex morphological negation identification strategy was integrated for mapping.
An improvement of 2.18% is obtained in recall with respect to the initial evaluation
and the overall F-measure is increased with 4.7%. New concepts, such as afebrile,
nonhodgkin's lymphoma, incontinence or anicteric have been identified in this phase.
The improvements achieved by treating morphologic negation with respect to
Evaluation 2 are 0.27% for precision, 2.18% for recall and 1.22% for F-measure.
Table 5-10. Evaluation results for category identification on the 2010 i2b2/VA
Challenge train dataset.
Evaluation
Initial Evaluation
Handling Abbreviations
Handling Morphologic Negation

Precision (%)
72.21
73.43
73.7

Recall (%)
67.1
72.65
74.83

F-measure (%)
69.56
73.04
74.26
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By performing a thorough analysis on the errors produced by our approach
we have discovered several possible sources, the most important being concept
coverage in SNOMED-CT and the presence of a large volume of abbreviations (larger
than what is covered by the current resources). One important issue is related to the
fact that SNOMED-CT does not include some of the annotated medical concepts.
Disease related concepts such as orthostasis, voluntary guarding or the trade names
of the prescribed drugs (e.g. Lupron, Protonix or Levaquin) do not appear in the
ontology. Some of the trade names were identified using the WordNet dictionary,
while for the others we propose the integration of an additional external resource
which defines the commercial names for medication. Other false negatives have
been produced by medical abbreviations such as creat or symptoms such as
thickened and redness, which are frequently used in common language and become
context dependent medical concepts. Another aspect which we are currently
considering is the ability to distinguish whether a body part is included in a disease
description or it is referring to the actual anatomical structure.

5.4 Conclusions on Document-driven Concept Extraction
This section has reviewed the main aspects that validate the feasibility of
structuring electronic biomedical documents via text-to-terminology mapping
techniques. The proposed solution gives informed recommendations concerning text
pre-processing steps, selection of appropriate terminology sources and a
discrimination strategy between the semantic classes.
This chapter focuses on the study and implications of designing a domain
dependent vs domain independent solution. The research serves insights for
achieving the 4th objective proposed in the section 1.1 Objectives. Returning to the
hypothesis/question posed at the beginning of this study, it is now possible to state
that the negation identification is actually a domain independent solution, while the
medical concept identification can be evaluated as a domain dependent solution.
Our extended proposed solution for morphologic negation identification,
PreNex, could easily be applied to any other domain. In contrast the medical terms
that can have different meanings across domains (cancer: disease or astrological
sign), the meaning of negation is the same, regardless of the domain. To the best of
our knowledge, a solution for morphologic negation identification has not been
proposed, thus we claim the originality of the PreNex solution.
The second major finding is related to the employment of an external
resource – word lists or ontologies, supporting again the domain dependent vs
domain independent approach.
The evidence presented thus far in the section 5.2 Cross-language
Morphologic Negation Identification supports the 3rd objective proposed in section
1.1 Objectives. The proposed approach is the adaptation of the PreNex strategy we
proposed for the English language. The language independence is supported by the
fact that the semantic analysis does not change across languages. Thee negation
identification rules are consistent between the two languages. On the other hand,
the language dependent resource (language dictionary) is different for the two
languages. By not using the grammatical information, the proposed solution
becomes a language independent solution. The results we report for identification
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are promising as to our best knowledge there are no similar approaches for
identifying morphologic negation for the Romanian language.
The RoPreNex strategy has been used as showcase in the research
department of the Cincinnati Children’s Hospital. The paper was included in the
presentations concerning new knowledge regarding medical NLP. As mentioned by
the presenter, also, a key strength of our RoPreNex study is being reliable for the
medical analysis. The conclusion was drawn from the false positives that were not
medical related concepts.
Dexheimer, J. (2015). Towards Cross Language Morphologic Negation
Identification
in
Electronic
Health
Records.
https://www.cincinnatichildrens.org/research/divisions/b/bmi/labs/pestian
/meetings/presentations
The original PreNex method, the BOW-NPI preliminary approach, and the
MedCIM approach and the associated experimental studies presented in this chapter
have been disseminated through a selection of 5 papers presented at international
conferences:
1. Bărbănțan, I., & Potolea, R. (2014). Exploiting Word Meaning for Negation
Identification in Electronic Health Records. IEEE International Conference
on Automation, Quality and Testing, Robotics, (pg. 283-289). Cluj-Napoca.
doi:10.1109/AQTR.2014.6857880
2. Bărbănțan, I., Lemnaru, C., & Potolea, R. (2014). Disease Identification in
Electronic Health Records. An ontology based approach. International
Conference on Knowledge Discovery and Information Retrieval (KDIR),
(pp. 261-268). Rome.
3. Bărbănțan, I., Lemnaru, C., & Potolea, R. (2015). Concepts Identification
in Medical Documents. 17th International Symposium on Health
Information Management Research – ISHIMR. York.
4. Senasi, G., Lemnaru, C., Bărbănțan, I. (2015). Concept extraction from
medical documents. A contextual approach. Proceedings of Proceedings
of the 11th IEEE International Conference on Intelligent Computer
Communication and Processing (ICCP), (pp. 13-18). Cluj-Napoca, Romania.
and 2 book chapters:
1. Bărbănțan, I., & Potolea, R. (2015). Towards Cross Language
Morphologic Negation Identification in Electronic Health Records. In T.
Z.-G.-G. Ramón Agüero, Mobile Networks and Management, Chapter:
Lecture Notes of the Institute for Computer Sciences, Social Informatics
and Telecommunications Engineering Volume 141 (Vol. 141, pp. 417430). Springer International Publishing. doi:10.1007/978-3-319-162928_30
2. Bărbănțan, I., & Potolea, R. (2014). Towards Knowledge Extraction from
Electronic Health Records - Automatic Negation Identification. 4th
International Conference on Advancements of Medicine and Health Care
through Technology (MediTech), (pp. 17-22). Cluj-Napoca, România.
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Transforming the textual information into formal information is not an
easy task but can be accomplished by complex reasoning and with the help of
external systems such as SNOMED-CT, MeSH, Medline, Wikipedia.

The identification the relations between concepts represents the major step
towards establishing the structure of documents, thus leading to a conceptual map
for representing the documents. The part of speech tagger and the dependency
parser give detailed information about the grammatical relations between the words
and the grammatical units. The relation between concepts offers valuable
information that can be further exploited for modelling the domain represented by
the documents under analysis. The process of identification the relations between
concepts requires precise information about the concepts and their structure. Thus,
the identification of the concepts is an important task that should be accomplished
before the identification and relation assessment between concepts. Identifying the
relations contributes in predicting behaviors or trends and recognizes the patterns in
data. Nevertheless, identifying the relations between the concepts can be exploited
as a learning tool. They are useful for identifying comorbidities, help understanding
and learning medical conditions or inferring new relations between them.
Exploiting the medical documents that are unstructured documents to
identify the relations between the medical concepts, involves several techniques:
from Text Mining to statistical methods, to Supervised, Semi-supervised and even
Unsupervised Machine Learning; for each strategy both the benefits and the
drawbacks should be considered. For example, a trade-off is essential when selecting
a rule-based or a learning approach, which requires large amounts of labeled data
neither easy nor cheap to acquire (Text Mining versus Supervised Machine Learning).
The medical diagnosis can be modeled as a combination of conditions and symptoms
along with their interaction. The relation between these medical findings helps
discriminating the overlapping diagnoses, just as the presence of high fever leads to
the diagnosis of pneumonia instead of the regular flu.
The current chapter introduces two original approaches for tackling the task
of relation identification between medical documents. The first approach is a
supervised solution referred to as REMed (Relation identification from Medical
documents). The second approach attempts at generalizing the REMed approach
employing a semi-supervised technique that offers solutions for targeting an
unsupervised approach.

6.1 Literature Review
The authors in (Bejan & Denny, 2014) propose a supervised learning
framework to determine the existence of a treatment relation between two medical
concepts extracted from medical records. For training the framework, a manual
annotation of 6864 clinical notes consisting of 958 treatment relations in sentences
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was performed. The feature vector was composed of lexical features and semantic
information that was extracted correlated to the concepts, while the syntactic and
structural features are proposed as improvements for the future work. The feature
vector is enhanced with information obtained from the MEDication Indication (MEDI)
medication indication resource and the SemRep rule-based system (Rindflesch,
Fiszman, & Libbus, 2005) that extracts semantic predications (subject-relation-object
triples) from biomedical free text. The authors report an increment of 12.56%
compared to SemRep’s performance of 72.34% expressed as F1-measure.
Similar to the proposed feature vector in (Bejan & Denny, 2014), the authors
in (Vintar, Todorovski, & Sonntag, 2003) implemented a supervised method of
identifying relation between medical concepts by extracting lexical features and
isolating the information around them for constructing a language model. To identify
the context for the features the authors exploit the MeSH classes’ information. The
frequency of co-occurring pairs of MeSH classes represents the cue for relation
identification. Even though in most approaches the verbs are used when attempting
to identify relations, this study shows that both verbs and nouns must be considered
for the analysis. A visual representation of the extracted information is used for a
visual feature selection strategy.
Understanding and identifying relations between medical concepts has
benefits along the enrichment of the content of ontologies as well. Transforming the
textual information into formal information is not an easy task but can be
accomplished by complex reasoning and with the help of external systems such as
SNOMED-CT, MeSH, Medline, Wikipedia. The authors in (Petrova, Ma, & Tsatsaro,
2015) propose the identification of relations between medical concepts from text
and reuse this information to map it into definitions, as formal descriptions. A
supervised ML strategy is used to identify the relations. The dataset is composed of
lexical and semantic features, while for the selection of the classification algorithm
several experiments were performed using Logistic Regression, Support Vector
Machines, Multinomial Naive Bayes, and Random Forests. The best results were
obtained in a SVM setup.
The initial approaches for relation identification between concepts were rulebased. One representative example, SemRep (Rindflesch, Rayan, & Hunter, 2000)
was developed to identify branching of anatomical relations from reports and for
detecting relations between medical problems and their treatments, as well. The
MedLEE approach presented in (Friedman, Alderson, Austin, Cimino, & Johnson,
1994) is a combination of pattern matching rules and semantic grammars used to
detect the nature of the relations. While the rule-based approaches are not very
robust, mainly due to the lack of generalization capacity, the current approaches are
focused on ML methodologies both supervised and weakly-supervised.
The Snowball solution (Agichtein & Gravano, 2000) has a similar architecture
with DIPRE having the goal of identifying the relationship company-location from
natural language written text. It is built from a series of seed relationships that are
assigned an initial confidence score of 1. The underlying algorithm is a patternmatching algorithm that is more flexible as it does not expect an exact match. Each
tuple is represented as a vector and the tuples are grouped based on similarity. The
tuples used in Snowball follow the pattern: <prefix, company, middle, location,

82

Features and Relations Engineering
suffix>. The prefix, middle and suffix vectors are characteristics of the normalized
terms that occur in the pair between the candidate entities.
An example of how Snowball works is the following. Considering the known
pair <CMU, Pittsburg> the output for the character stream "... go to CMU campus in
Pittsburgh to meet... " is the following:
[(𝑤1 , 𝑔𝑜), (𝑤2 , 𝑡𝑜), 𝑂𝑅𝐺, (𝑤1 , 𝑐𝑎𝑚𝑝𝑢𝑠), (𝑤2 , 𝑖𝑛), 𝐿𝑂𝐶, (𝑤1 , 𝑡𝑜), (𝑤2 , 𝑚𝑒𝑒𝑡)]
In this setup, the prefix and suffix limit is set to 2 and each 𝑤𝑖 is a weight assigned to
each token computed based on the normalized frequency of each term for a
particular position. The weight for the term “meet” is the following:
𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦 𝑜𝑓 𝑡ℎ𝑒 𝑡𝑒𝑟𝑚 "𝑚𝑒𝑒𝑡" 𝑖𝑛 𝑡ℎ𝑒 𝑠𝑢𝑓𝑓𝑖𝑥
𝑤𝑒𝑖𝑔ℎ𝑡(𝑚𝑒𝑒𝑡, 𝑠𝑢𝑓𝑓𝑖𝑥) =
𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑤𝑜𝑟𝑑𝑠 𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑑 𝑏𝑦 𝑡ℎ𝑒 𝑠𝑢𝑓𝑓𝑖𝑥
The weights are updated in consecutive iterations where several other tuples
are added. When several tuples have the same representation (company, location)
but they are different in terms of prefix, suffix, and middle, the similarity function is
applied:
𝑀𝑎𝑡𝑐ℎ(𝑡𝑢𝑝𝑙𝑒𝑖 , 𝑡𝑢𝑝𝑙𝑒𝑗 )
= (𝑝𝑟𝑒𝑓𝑖𝑥𝑖 ∗ 𝑝𝑟𝑒𝑓𝑖𝑥𝑗 ) + (𝑠𝑢𝑓𝑓𝑖𝑥𝑖 ∗ 𝑠𝑢𝑓𝑓𝑖𝑥𝑗 )
+ (𝑚𝑖𝑑𝑑𝑙𝑒𝑖 ∗ 𝑚𝑖𝑑𝑑𝑙𝑒𝑗 )
Once the tuples are grouped into classes, Snowball creates a single pattern tuple P
for each class. Each pattern is assigned a confidence score that measures its quality:
𝑃𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒
𝐶𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒(𝑃) =
(1)
𝑃𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑃𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒
In the equation, 𝑃𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 is the number of pairs (organization, location) found based
on the new pattern during the training phase. 𝑃𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 is the number of pairs where
for the same organization, the locations are different from the previous iteration.
To label new data, Snowball identifies first all the entities that are organizations and
locations from the input data, then for each sentence, each candidate pair is
transformed into a tuple. Each pair is associated with a set of tuples and in this way
new patterns are created. The system matches each candidate relationship with all
the patterns and retains only the patterns for which the similarity score is higher than
a predefined threshold. The confidence score is then computed based on the
confidence equation. Finally, the new relationship is added to the set of seed
relationships and the process is repeated.
To identify the seed relationships, the DIPRE approach favors the long
patterns making the match become less likely, while Snowball removes the patterns
that has a small coverage and assigns a confidence score and a relative score for each
seed relationship.
KnowItAll solution (Downey, Etzioni, & Soderland, 2005) is used to exploid the
web information on a large scale. It is able to label itself the samples that will be used
in training using a reduced number of domain independent patterns. Being
instantiated for an individual relationship, the generic patterns build extraction rules
for domain specific relations which are further used in learning. The rules are applied
on the web pages and are associated weights via the "pointwise mutual information"
(PMI) method. An example of how the KnowItAll solution works is the following. It
generates generic extraction patterns such as <NP1> and <NP2> to identify NP2 as
candidate members for the class NP1. The weight information is used to filter the
83

Features and Relations Engineering
most likely class members. Finally it learns a set of extraction rules specific to a
relationship such as "capital of <country>" that leads to the extraction of new cities.
DIPRE, Snowball and KnowItAll are solutions that are able to extract relations
that have been previously defined by the user. To overcome this limitation,
TextRunner (Banko, Cafarella, Soderland, Broadhead, & Etzioni, 2007) learns the
relationships, the classes and entities from the text using a self-supervised technique.
The relationships are defined as a triple t = (𝑒1 , 𝑟, 𝑒2), where 𝑒1 and 𝑒2 are entities or
a nominal sentence and 𝑟 represents a sequence of characters that define a
relationship between 𝑒1 and 𝑒2 . The solution is made up of two modules:
(1) A self-supervised learning module where the solution labels as positive or
negative the data used in training then using this data trains a binary
classifier.
(2) An extractor module used for relationship extraction that generates one
or several candidate relationships and filters them to retain only the most
relevant.
An evaluation module based on recurrence that assigns a probability for each
triplet.
The authors in (Uzuner, South, Shen, & DuVall, 2011) used Support Vector
Machines (addressed in the following as SVMs) for classifying semantic relations in
medical discharge summaries. They presented a feature based, fully supervised
system, evaluated with macro F-score between 0.60 and 0.85 depending on the
evaluated data. The features used in training the system included: surface features
(distance, ordering of the concepts), lexical features (lexical trigrams, tokens in
concepts), and syntactic features (verbs, syntactic bigrams).
The winning teams at the i2b2 workshop trained their solutions using SVMs
(Grouin, Abacha, Bernhard, & et al., 2010) (Patrick, Nguyen, Wang, & et al., 2010)
(Roberts, Rink, & Harabagiu, 2010) (Solt, Szidarovszky, & Tikk, 2010) thus SVMs
become the first choice for a relation identification task. Anick et al.'s system (Anick,
Hong, & Xue, 2010) used lists of n-grams, Demner-Fushman et al. (Demner-Fushman,
Apostolova, Islamaj, & et al., 2010) utilized UMLS CUIs and exercised feature
reduction through cross-validation, and Grouin et al. (Grouin, Abacha, Bernhard, &
et al., 2010) complemented their ML component with hand-built linguistic patterns
and made use of simplified representations of text. Last but not least, deBruijn et al.
(de Bruijn, Cherry, Kiritchenko, & et al., 2010) corrected for the label imbalance in
the training data, calculated the ‘relatedness’ of two concepts using pointwise
mutual information in Medline, and bootstrapped with unlabeled examples. The
most effective two relation extraction systems evaluated at the workshop were
Roberts et al. (Roberts, Rink, & Harabagiu, 2010) who used a supervised approach,
and reported 0.737 F-measure, and the second best deBruijn et al. (de Bruijn, Cherry,
Kiritchenko, & et al., 2010) who developed a semi-supervised method and reported
0.731 F-measure. The authors trained three separate classifiers to categorize
treatment-problem, test-problem and problem-problem relations. They extracted
context features similar to the ones in (Uzuner, South, Shen, & DuVall, 2011), which
were augmented with features extracted from MetaMap (Aronson & Lang, 2010) and
cTakes (Savona, Masanz, Ogren, & Zheng, 2010) taggers. Moreover, they
approximated the relatedness of two concepts by calculating the Pointwise Mutual
Information between concepts as found in the Medline abstracts. They also
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submitted a semi-supervised system by applying bootstrapping on the unlabeled
data, and they showed this added 0.4 point gain. Roberts et al. used a single SVM
classifier to identify relations between concepts. They used several external
resources such as Wikipedia, WordNet, General Inquirer and a relation similarity
metric in the classification process. The lexical and contextual features proved to be
very important in the relation extraction strategy as the F-score value decreases with
4% when these features were not included in the training phase.

6.2 Supervised Methodology for Relation Extraction between Medical
Concepts (the REMed Approach)
The goal of the REMed approach (Porumb, Bărbănțan, Lemnaru, & Potolea,
2015), (Bărbănțan, Porumb, Lemnaru, & Potolea, 2016) is to identify the patterns
that lead to the classification of concept pairs into concept-to-concept relations.
Nevertheless, identifying the patterns leads to finding other previously unknown
relationships in the data. REMed follows a supervised learning approach constructed
as follows. The first step in developing the learning strategy is understanding the
purpose of the solution and defining a strategy of achieving it in the setup imposed
by the content. Identifying the relationships between concepts becomes a problem
of finding patterns in data. The generated dataset is high dimensional and sparsely
populated, and is made up of document vectors. The created dataset is assessed with
different feature combinations such that the best feature combination that describes
the relations is identified.

6.2.1 REMed Methodology
This section shows in more depth the way in which the selected and computed the
values for the proposed features are constructed. The input data was collected from
two sources: the first source is the EHR content, and the second, the annotated
medical concepts and their medical category. To create a dataset for learning
patterns the data needs to be paired amongst the two sources. The solution we
proposed received as input clinical documents along with the annotated medical
concepts. The solution was modeled as a multi-class classification problem, as shown
in Figure 6-1.

6.2.1.1 Feature Engineering
We conducted the analysis using only the sentences from EHRs that contain at least
two medical concepts. This limitation is reasonable and justified by the availability of
the annotated data, where relations are defined at sentence level (Uzuner, South,
Shen, & DuVall, 2011). To be able to classify the relation between the two concepts
(assembled as a pair), several features describing the relations need to be identified.
Features such as n-grams (and their part of speech) surrounding the concepts, the
distance between the concepts (expressed as token counts), the number of medical
concepts in the sentence make good candidates for features, as determined during
the preliminary analysis. The candidate features are then extracted from the
sentences by employing several text processing techniques. To increase the
performance of the classification, a feature selection strategy is employed such that
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the best subset of features is selected for assessing the relation between the
concepts form the evaluation dataset.
The features are extracted from the individual sentences that contain at least
two medical concepts which are the candidates for determining whether a relation
exists between them. The candidate concepts belong to the following categories:
problem, test and treatment. A relation is composed of any combination between a
problem and any of the three concepts. For each pair of concepts, a series of features
are extracted. The feature vector used in our approach was built starting from the
bag of words representation of the input data and was enhanced with features
grouped into the following categories: context, lexical, syntactic, and grammatical.

Figure 6-1. ReMED setup.
All these categories included sub-categories of features which are further
discussed. The values assigned to the features are typically Boolean, but there are
cases when the values are integer or real values. The feature vector is built
incrementally, each word in the document and each grammatical representation
being a possible feature, as follows.
In the statements below, the following notations are used:
𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙 ) – 𝒙 can be any medical concept: problem, test, treatment
𝒕𝒐𝒌𝒆𝒏(𝒙 ) – 𝒙 can be any word or punctuation mark
𝒕𝒓𝒊𝒈𝒓𝒂𝒎(𝒙) - 𝒙 can be any list of 3 consecutive words
Context Features
The context features are assessing the word position in the sentence and the
distance between the candidate concepts. The number of concepts in a sentence
influences the type of existing relationships and our analysis showed that a sentence
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can contain more than two concepts. The context features category includes the
following features.
Number of concepts in a sentence.
∀𝒙 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙 ) ⇒ 𝒄𝒐𝒖𝒏𝒕(𝒙 )
Exactly two concepts in a sentence. The Boolean value assigned to the
feature is a more conclusive indicator that a relationship can exist between the
concept pair.
∀𝒙,𝒚 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚) ⇔ ¬𝒛 𝒔𝒖𝒄𝒉 𝒕𝒉𝒂𝒕 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒛)
Distance between candidate concepts. The distance between the candidates in a
pair, expressed as an integer value is used as statistics show that the smaller the
distance between the concepts the most likely they are related.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒕𝒐𝒌𝒆𝒏(𝒛𝒊 )
⇒ 𝒄𝒐𝒖𝒏𝒕(𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛𝒊 )⋀𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛𝒊 , 𝒚)
The order of the candidate concepts within a pair. Typically, in a relationship
the ‘PROBLEM’ concept precedes the TREATMENT’ and ‘TEST’ concepts, thus the
feature expresses as a Boolean whether this considered default order holds.
∀𝒙,𝒚 , 𝒑𝒓𝒐𝒃𝒍𝒆𝒎(𝒙), 𝒕(𝒚) ⇔ 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒚)
Presence of concepts between the candidate concepts. The more concepts
terms are found between a candidate pair, the less likely the concepts are related,
not to mention when the one or more terms are actually other concepts.
∀𝒙,𝒚,𝒛 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒛)
⇒ 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛) ⋀ 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛, 𝒚)
Relation type. Having annotated the type of the concepts, in the relation type
feature we make an initial assumption about the type of relation that could occur
between the candidate concepts. For example, if concept1 is TREATMENT, and
concept2 is PROBLEM that means that the value of the relation feature is
TREATMENT-PROBLEM. Having established the existence of a relation between the
concepts, the subcategory is set by the classifier.
Lexical Features
We identified that the tokens that make up the context of the candidate
concepts have an essential role in the semantic relation extraction. Therefore, we
extracted a series of lexical features. To acquire the features, the text was normalized
such that the morphological variants of a token can be treated as the same token
(we extracted the lemmas for all the tokens). A similar solution is proposed in
(Manning, Surdeanu, Bauer, Bethard, & McClosky, 2014).
Lemmas that make up the concepts. To normalize the feature vector and
reduce the redundant features each concept is normalized to its dictionary form
along with the terms that constitute it. The feature value is a Boolean that marks the
existence of a particular term.
∀𝒙𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙𝒊 ) ⇒ 𝒍𝒆𝒎𝒎𝒂(𝒙𝒊 )
Lexical trigrams. The feature is a Boolean that marks the existence of a
particular sequence of words in the vicinity of the concept.
∀𝒙 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒕𝒓𝒊𝒈𝒓𝒂𝒎(𝒂), 𝒕𝒓𝒊𝒈𝒓𝒂𝒎(𝒃)
⇒ 𝒕𝒓𝒊𝒈𝒓𝒂𝒎(𝒂) ⋓ 𝒕𝒓𝒊𝒈𝒓𝒂𝒎(𝒃)𝒔𝒖𝒄𝒉 𝒕𝒉𝒂𝒕 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒂)⋀𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒃)
All tokens between the considered concepts. The terms between the
concepts are indicators of the type of relationship that exists between them.
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Moreover the punctuation marks between the candidate concepts might indicate on
the contrary, that a relation cannot exist between them.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒕𝒐𝒌𝒆𝒏(𝒛𝒊 )
⇒ 𝒛𝒊 𝒔𝒖𝒄𝒉 𝒕𝒉𝒂𝒕 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛𝒊 )⋀𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛𝒊 , 𝒚)
Syntactic features
In addition to the lexical features, the syntactic features capture more details
about the text surrounding the candidate concepts. For all the syntactic features we
used additional shallow syntactic information in the sentence.
Verb lemmas. Syntactically, the presence of verbs is an indicator of a
relationship between the concepts, thus each lemma of the verbs identified in the
presence of concepts is turned into a feature with Boolean value in the proposed
feature vector.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒗𝒆𝒓𝒃𝑳𝒆𝒎𝒎𝒂(𝒛𝒊 ), 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒚)
⇒ 𝒛𝒊 𝒔𝒖𝒄𝒉 𝒕𝒉𝒂𝒕 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛𝒊 )⋁𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛𝒊 , 𝒚)⋁𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒚, 𝒛𝒊 )
Prepositions between concepts. The prepositions indicate a relation with the
nouns or pronouns and while the concepts defining a pair are typically nouns, the
existence of a preposition in the vicinity of concepts increases the likelihood of a
relationship.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒑𝒓𝒆𝒑𝒐𝒔𝒊𝒕𝒊𝒐𝒏(𝒛𝒊 )
⇒ 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛𝒊 )⋀𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛𝒊 , 𝒚)
Presence of a conjunction between the candidate concepts. The
conjunctions are used in natural language to connect words or phrases, which is why
their presence influences the existence of a relationship between the concepts. The
conjunctions are evaluated as a Boolean value.
∀𝒙,𝒚,𝒛 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚), 𝒄𝒐𝒏𝒋𝒖𝒏𝒄𝒕𝒊𝒐𝒏(𝒛)
⇔ 𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒙, 𝒛)⋀𝒑𝒓𝒆𝒄𝒆𝒅𝒆𝒔(𝒛, 𝒚)
Sequence of phrase chunk types between the relation arguments (Boolean).
Text chunking consists of dividing a text in syntactically correlated parts of words like
noun or verb groups, but does not specify their internal structure, neither their role
in the main sentence. The feature representation is a concatenation of phrase chunks
encountered on the path between the relation arguments. For example the phrase
chunks for the sentence are: [NP She] [VP was treated] [PP with] [NP
Tylenol]/TREATMENT [PP for] [NP her pain]/PROBLEM, we extract the following
chunks as feature: NP PP NP.
Grammatical features
Sometimes lexical and context features cannot capture the relation between
the entities, so we further used the grammatical structure of the sentence in order
to extend the feature vector. Generalizing the context in which the concepts are
defined enhances the feature vector with grammatical information.
Path length between entities. The number of entities expressed as an integer
value generalizes the previously extracted feature, “Distance between candidate
concepts” converting the actual terms to their grammatical correspondents and
counting the number of grammatical entities along the path.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚)
⇒ 𝒄𝒐𝒖𝒏𝒕𝑮𝒓𝒂𝒎𝒎𝒂𝒕𝒊𝒄𝒂𝒍𝑻𝒆𝒓𝒎𝒔(𝒔𝒉𝒐𝒓𝒕𝒆𝒔𝒕𝑷𝒂𝒕𝒉(𝒙, 𝒚))
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Path between entities. The number of entities expressed as an integer value
generalizes the previously extracted feature, “Distance between candidate concepts”
converting the actual terms to their grammatical correspondents. The feature has a
Boolean value whether the current context matched the grammatical structure
defined in the feature vector.
∀𝒙,𝒚,𝒛𝒊 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚) ⇒ 𝒔𝒉𝒐𝒓𝒕𝒆𝒔𝒕𝑷𝒂𝒕𝒉(𝒙, 𝒚)
Shortest path similarity. The shortest path similarity measures a similarity
based on the shortest path between the relation arguments on the dependency
graph and is expressed as a real value.
∀𝒙,𝒚 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒚) ⇒ 𝒄𝒐𝒎𝒑𝒖𝒕𝒆𝑺𝒉𝒐𝒓𝒕𝒆𝒔𝒕𝑷𝒂𝒕𝒉𝑺𝒊𝒎𝒊𝒍𝒂𝒓𝒊𝒕𝒚(𝒙, 𝒚)
Head word for each relation arguments. When a concept is made up of
several terms, one of them is the most relevant in that particular concept phrase,
and it is a noun. The feature name is the term and the value is a Boolean denoting
the existence of a particular term in the current concept phrase.
∀𝒙 , 𝒄𝒐𝒏𝒄𝒆𝒑𝒕(𝒙), 𝒄𝒐𝒏𝒄𝒆𝒑𝒕𝑷𝒉𝒓𝒂𝒔𝒆(𝒙) ⇒ 𝒉𝒆𝒂𝒅(𝒙)

6.2.1.2 REMed Feature Extraction
The Context and Lexical features are computed by analyzing the relative
position of the concepts in the sentence and the lexical structure of the sentences.
For the grammatical and syntactic features, however, additional resources are
required.
As for lemmatization, the Stanford Core NLP toolkit (Manning, Surdeanu,
Bauer, Bethard, & McClosky, 2014) to extract the part of speech information was
used. For extracting the grammatical structure of the sentence the Stanford
Dependency Parser (de Marneffe, MacCartney, & Manning, Generating Typed
Dependency Parses from Phrase Structure Parses, 2006) was employed. In our
experiments we used the 3.5.2 parser version which, by default, outputs the
Universal dependencies. The parser provides the Universal Dependencies (UD)
presented in detail in (Universal Dependencies documentation, 2015) and the
Stanford Dependencies output, as well as phrase structure trees. We chose the UD
representation from Stanford parser, as the UD project developed linguistically
consistent treebank annotation for many languages, with the goal of facilitating
multilingual parser development and cross-lingual learning. This representation of
grammatical relations might be considered a standard for describing the grammatical
from a sentence.
The UD topological representation of relations is important because we used
it in the edge similarity measure for the shortest dependency path similarity feature.
The output obtained from the Stanford dependencies for the sentence: The patient
is on Nortriptyline for depression. is the following:
Universal dependencies:
det(patient-2, The-1)
nsubj(Nortriptyline-5, patient-2)
cop(Nortriptyline-5, is-3)
case(Nortriptyline-5, on-4)
root(ROOT-0, Nortriptyline-5)
case(depression-7, for-6)
nmod(Nortriptyline-5, depression-7)
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We exploited the Stanford Dependency Parser for extracting three features,
all having as input the labeled dependency graph representation of the sentences.
The advantage of using the dependency parser is that a representation of a sentence
as a labeled dependency graph contains rich semantic information that can indicate
possible relations between the entities in the sentence. The Stanford dependencies
map straightforwardly onto a directed graph representation, in which the words in
the sentence become nodes and the grammatical relations become edge labels (de
Marneffe & Manning, Stanford typed dependencies manual, 2008). For the feature
representation we used the Stanford parser's collapsed representation for typed
dependencies. In this representation the dependencies involving prepositions,
conjunctions, as well as information about the referent of relative clauses, are
collapsed to get direct dependencies between content words.
Although feature based methods lead to a good performance, we wanted to
exploit the knowledge of the kernel methods, also. That is why, we extracted a
similarity feature based on the shortest path between the relation arguments on the
dependency graph. We chose the UD representation from Stanford parser to assess
the feature. Similar to the proposed solution in (Uzuner, South, Shen, & DuVall,
2011), we proposed a similarity feature that extracts information by comparing two
dependency paths corresponding to different instances. First, we extracted the path
between the head words of the relation arguments. We used the Stanford
CollinsHeadFinder to extract this feature. The Stanford algorithm implements a
'semantic head' variant of the English HeadFinder found in Michael Collins' 1999
thesis (Collins & Mitchell, 1999). A dependency path is represented as a sequence of
words linked by grammatical relations. We represented this sequence of tokens and
relations as a sequence of sets. Each set is a richer representation of a token from
the dependency path. To evaluate the tokens, we extracted their lemma, the part of
speech, the semantic annotation (when the token is a concept), and a generalization
of the part of speech (verb, noun, adjective, etc.). An example of the methodology is
shown for the following sentence: S = [Mesenteric angiograpm] TEST w/ [coil
embolization] TREATMENT of [bleeding vessel] PROBLEM .
The Stanford parser outputs the following dependencies:
compound(angiograpm-2, Mesenteric-1)
nsubj(w-3, angiograpm-2)
root(ROOT-0, w-3)
amod(embolization-6, /-4)
compound(embolization-6, coil-5)
dobj(w-3, embolization-6)
case(vessel-9, of-7)
amod(vessel-9, bleeding-8)
nmod(embolization-6, vessel-9)
Considering the pair TREATMENT (coil embolization) – PROBLEM (bleeding
vessel), the extracted head words are embolization and vessel, and the dependency
path contains just one relation: nmod(embolization-6, vessel-9).
This becomes represented as
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P = [{NN, embolization, noun, TREATMENT}, {nmod}, {NN, vessel, noun,
PROBLEM}] (1) => P = x1, x2, …, xn,,where xi stands for the set of words on position i.
The label of an edge in a typed dependency tree expresses a syntactic relation
between the corresponding words. The label nmod (nominal subject) for the edge
embolization -> vessel in the example sentence S, implies that vessel is a syntactic
modifier of embolization. Some labels express very similar syntactic relations being
quite dissimilar to the others. We used the hierarchical representation to define the
similarity measure of the edge labels for our typed dependency graph, as defined in
Equation (4). The strategy of this metric is that the similarity is higher if the path
between the labels (relations in UD topology) is short.
For example, edgeSimilarity (nsubj, nsubj) = 6, edgeSimilarity (nsubj, dobj) =
3 (topology path – 2 => 6/2), edgeSimilaity (nsubj, ccomp) = 2 (path length in topology
– 3 => 6/3), edgeSimilarity (nsubj, nmod) = 1 (nsibj, nmod correspond to different
syntactic relation categories).
Using a similarity metric, we searched in the training dataset for the most
similar instances to the current instance (in our example the TREATMENT-PROBLEM).
After several experiments we concluded that the first 20 instances having the highest
similarity score are relevant in the next computation step. Based on these 20 training
instances, we computed the frequency for each relation category. In the end, the
similarity feature indicates the percentage of similar relations for each relation type.
We used two different similarity metrics for the token and relation sets from the path
representation (1), and the final score was obtained using formula in Equation (1)
with references to Equation (2) and Equation (3).
0,
𝑆𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦𝑆𝑐𝑜𝑟𝑒 = {

𝑚 ≠ 𝑛,

𝑛

∏ 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑥𝑖 , 𝑦𝑖 ), 𝑚 = 𝑛.

(1)

𝑖=0

𝑡𝑜𝑘𝑒𝑛𝑆𝑖𝑚(𝑥𝑖 , 𝑦𝑖 ), 𝑖%2 ≠ 0
𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑥𝑖 , 𝑦𝑖 ) = {
, ∀1 ≤ 𝑖 ≤ 𝑛.
𝑒𝑑𝑔𝑒𝑆𝑖𝑚(𝑥𝑖 , 𝑦𝑖 ), 𝑖%2 = 0

(2)

𝑡𝑜𝑘𝑒𝑛𝑆𝑖𝑚(𝑥𝑖 , 𝑦𝑖 ) = |𝑥𝑖 ∩ 𝑦𝑖 |

(3)

𝑒𝑑𝑔𝑒𝑆𝑖𝑚(𝑥𝑖 , 𝑦𝑖 )
6, 𝑖𝑓 𝑥 = 𝑦,
3, 𝑖𝑓 𝑥, 𝑦 ∈ 𝑠𝑎𝑚𝑒 𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦 𝑖𝑛 𝑈𝐷 (𝑒𝑔. 𝑛𝑠𝑢𝑏𝑗, 𝑑𝑜𝑏𝑗),
={
2, 𝑖𝑓 𝑥, 𝑦 ∈ 𝑠𝑎𝑚𝑒 𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦 𝑖𝑛 𝑈𝐷 (𝑒𝑔. 𝑛𝑠𝑢𝑏𝑗, 𝑐𝑠𝑢𝑏𝑗),
1, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.

(4)

For tokens set the similarity is computed as a simple intersection, and for the
relation set we employed an edgeSimilarity, defined in Equation (4).

6.2.2 REMed Approach Evaluation
To prove the strength of the proposed feature categories, we made several
experiments employing each individual category as shown in the charts III-IV.
I.

Evaluation of the REMed Solution on each Feature Category
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We evaluated our proposed relation extraction solution REMed using two setups as
in (Roberts, Rink, & Harabagiu, 2010) defined as M1 and M2. M1 evaluates the
performance for identifying each relation and its type (2010 i2b2 Challenge
evaluation method). For evaluating the performance for the M2 measurement just
the relation identification is requires (without its type), thus we included all the
relation types into a single category and evaluated the performance of the solution
on a binary problem identification: the presence or absence of a relation between
two concepts. The micro-averaged F-measure represents the harmonic average of
the micro-averaged precision and micro-averaged recall, as shown in Equation (5).
For computing the micro-averaged precision, recall and f-measure, first the global
contingency table has to be constructed, then these sums are used.

Because in our task precision and recall were considered equally important we
conducted the analysis using the F1-measure (the β parameter was set to 1). In
Equation (5), M stands for the number of classes (8 in our case).
𝐹=

(1 + 𝛽 2 ) × 𝑃 × 𝑅
ℎ𝑎𝑣𝑖𝑛𝑔 𝛽 = 1 ⇒ 𝐹𝑚𝑖𝑐𝑟𝑜
(𝛽 2 × 𝑃 × 𝑅)
2 × 𝑃𝑚𝑖𝑐𝑟𝑜 × 𝑅𝑚𝑖𝑐𝑟𝑜
=
𝑃𝑚𝑖𝑐𝑟𝑜 + 𝑅𝑚𝑖𝑐𝑟𝑜

(5)

where

𝑃𝑚𝑖𝑐𝑟𝑜 =
II.

∑𝑀
𝑖=1 𝑇𝑃𝑖
∑𝑀
𝑖=1(𝑇𝑃𝑖 + 𝐹𝑃𝑖 )

, 𝑅𝑚𝑖𝑐𝑟𝑜 =

∑𝑀
𝑖=1 𝑇𝑃𝑖
∑𝑀
𝑖=1(𝑇𝑃𝑖 + 𝐹𝑁𝑖 )

Features Discriminating Relation Types

Lexical features
The best results are achieved by the lexical features, with an overall Fmeasure of 66.52%. The lexical features are good for identifying the TrNAP features,
and are the only ones that can identify the TrWP relation.
Context features
Used alone, the context features are not able to identify the minority classes
(TrIP, TrWP, etc), but they achieve good results for the general relation categories
(TrAP, TeRP, PIP). The context features show the best classification performance for
the PIP relation, but completely fail to identify the TrIP, TrWP, TrCP, TrNAP and TeCP
relations.
Syntactic features
Although the results obtained classifying the relations using the syntactic
features individually are fairly worse compared to the lexical features, they help
improving the identification of the TrIP relation. The syntactic features are the best
at identifying the TrIP features.
These three feature categories are relatively computationally inexpensive
(e.g., comparing with the dependency features in the Grammatical category), they
bear great importance in real system construction, and we expect that by adding
more advanced features can further improve the overall performance.
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Table 6-1. The impact of subsets of features on the classifier performance.

The experimental results of the analysis proved that the information
extracted using the lexical and grammatical feature subsets only led to achieving
similar performances. The motivation of employing a combination of feature
categories is the classification results obtained by each single category in isolation.
While the grammatical features do not show the best performance in identifying any
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of the relations, used in ensemble with the other features bring important
improvements. We consider the classes TrAP, TeRP, PIP easily recognizable classes
as they are identified by each of the feature categories. Being the majority classes,
thus well represented, this is rather an expected behavior.
III.

Feature Ranking

The following experiment we conducted is oriented towards the analysis of
the importance of the features using a ranking algorithm, and for this task we used
the GainRatioAttributeEval as attribute evaluator combined with the Ranker as
search method in their default configuration form Weka data mining tool
(Hall, et al., The WEKA Data Mining Software: An Update, 2009). The outcome of the
feature ranking showed that the most important features are the lexical trigrams,
the verb lemmas and the tokens that appear between concepts. Our developed
similarity features are ranked in the top 500 features from a total of almost 16500
features that built the feature vector. Because of the poor relation classification
achieved in this setup (less than 60%), we attempted fine-tuning the feature vector
by examining the influence of each proposed feature on the overall relation
classification task. Table 6-1 shows how subsets of features from different categories
influence the overall classification results. The table does not contain all the stated
features in Section 6.2.1, but only the ones whose presence showed significant
differences in evaluating the performance. Because in our task precision and recall
were considered equally important and we do not want our solution to be biased
towards precision or recall, that is why we used the F-measure as standard for
evaluating the classification of the relations. Comparing the results using different
subsets of features, we identified that the best feature vector was the one for which
we obtained the highest F-measure Table 6-1 – last line. The feature vector is made
up of all the features from the Context feature category as they proved to have a
good discriminative behavior, increasing the F-measure over 60%. From the Lexical
features category, the lexical trigrams and the features related to the number of
concepts between the candidate concepts proved to have a positive influence in the
classification while the words found between the candidate concepts did not bring
relevant information. The Tokens in Concepts feature, does not improve the
performance, but it worsens it, in comparison to Head Words. This shows that the
head word is important when analyzing a medical concept, but not all the tokens that
are used to express it. For example, in the labeled concept is “her pain”, what we are
interested in “pain” whereas “her” could introduce noise that might drop the
classifier’s performance. We can also point out that the most important features are
included in the context and lexical categories. Several tests were performed to
identify the most appropriate combination of verb lemmas, and in the end the
successful association was to extract the verbs to the left of the first concept (the
table symbol <), between the concepts (< >), and the ones after the second concept
(>) from the candidate concept pair. The same observation applies to the lexical
trigrams, as the most effective setup was to use a window of three words before and
after the concept pair.
Table 6-2. Results of the relation identification method on gold standard data
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Evaluation
TrIP
TrWP
TrCP
TrAP
TrNAP
TeRP
TeCP
PIP
Relation existence (M2)
Relation type(M1)

P (%)
59.15
50.0
64.80
85.08
56.0
90.54
63.05
95.38
81.6
86.7

R (%)
27.63
4.58
44.15
74.76
25.0
79.06
29.28
62.77
81.8
66.06

F1(%)
37.66
8.4
52.52
79.59
34.56
84.41
40.0
75.71
81.6
74.9

Table 6-3. Results of the relation identification method on gold standard
data without similarity feature
Evaluation
P (%)
R (%)
F1
(%)
TrIP
74.50
25.0
37.43
TrWP
28.57
1.83
3.44
TrCP
68.39
38.59
49.34
TrAP
87.14
66.51
75.44
TrNAP
58.82
17.85
27.39
TeRP
91.66
71.58
80.39
TeCP
58.91
22.48
32.54
PIP
94.78
50.20
65.64
Relation type(M1)
88.08
57.54
69.61
In
Table 6-2 and we are presenting in detail the differences in performance
between employing our developed similarity feature and not having it. While all the
Grammatical features are used in the best feature subset combination, the Syntactic
trigrams from the Syntactic features category proved to have a rather disappointing
behavior for the relation classification task. We performed multiple tests with small
variations, such as: take into account up to three POS to the right and to the left of
the candidate concepts, but none of them was successful. Moreover, we tested with
generalized POS (noun, verb, adjective, etc.) and neither did these improve the
classification.
IV.

Comparison of REMed with similar solutions

This section describes how different feature categories impact the classifier’s
performance. The overall results along with the influence of each feature on the
classification of the individual relations are presented. The classification was
performed using the LibLINEAR implementation for the SVM. LibLINEAR (Fan, Chang,
Hsieh, Wang, & Lin, 2008) is an extension of the libsvm (Chang & Lin, 2011) library
that implements a linear kernel for large data classification, to achieve significant
speed gain. In our experiments we set the epsilon termination parameter to 0.5. The
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class weight associated with the NPP class was set to 0.025 to decrease the
significance of those concept pairs. The weight for the other classes was 1.0.

REMed vs Roberts et al. approach
84
81.6

(%)

82
80

82.4

81.8
80.5

81.6

78.8

78
76
Precision

Recall
Roberts et al.

F-measure

REMed

Figure 6-6. Comparative results on the M2 measure between the system proposed in
(Roberts, Rink, & Harabagiu, 2010) and REMed.
The best combination of features achieves an overall 74.9% micro-averaged
F-measure, which outperforms the best solution (micro-averaged F-measure of 73.7)
submitted to the i2b2/VA-2010 challenge. This is mainly due to the similarity feature
based on dependency path. Comparing our system to the one proposed in (Roberts,
Rink, & Harabagiu, 2010), in which it was additionally measured how well the system
identified whether there is any relation between entities, it can be noticed, in Figure
6-6
Table 6-2, that our solution performs better due to an improved F-measure.
Table 6-3, last line, presents the results obtained when using the M1 as
evaluation metric, which are 6.7% lower than when using the M2 as evaluation
metric. Our method obtained the best results on the following relations: TrWP, TrAP,
TrNAP, PIP.
TrNAP along with TrWP are the two relations with the smallest data available
in both the training and test data sets (accounting only 1.7 % TrWP and 1.8% TrNAP
in the test set). The fact that we improved the F-measure for the relation discovery
of these two relation types shows that our method provides a small enhancement
on discovering relations with very low frequency in the training set. But still, the
results for these two relation types are very poor, and that can be explained by the
very small number of training instances in these two cases. The results presented in
Table 6-2 are obtained using a feature set from where we removed the
Syntactic trigrams (Stri) and Tokens in concepts (TiC) features. That is because when
they were included in the evaluations, they slightly reduced the performance (the
evaluations are presented in Table 6-1). In
Table 6-3 are presented the detailed results for classifying each relation type
when we removed the similarity feature between dependency paths. It can be seen
that the performance drops significantly and this proves once again the Bunescu and
Mooney’s observation (Bunescu & Mooney, 2005) according to which the shortest
path between the candidate concepts stores important information is worth being
exploited; in our case it is used as similarity feature between dependency paths.
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V.

Misclassification Analysis

In the attempt to improve the performance, a close exploration of the
misclassification sources was performed. The approach started with the analysis of
the confusion matrices, and the following misclassification sources have been
established. Most errors origin in the difficulty of discriminating among the minority
classes (TrIP, TrNAP, TrWP, TrCP, TeRP) and classifying them in one of the majority
ones (TrAP, TeCP, PIP, None). For example for the TrIP relation (treatment improves
problem), 27.63% of the instances are correctly classified as TrIP, but 28.94% of them
are classified as TrAP, and 26.31% as None, respectively. The difficulty to
differentiate between a TrIP and TrAP relation, resides in the hierarchical relationship
between the two classes as TrIP is a specific relation of TrAP.
We state that the most likely reason the classifier cannot discern the correct
relations is because of the aforementioned bias the classifier has towards its majority
classes. Similar bias has been stated by multiple other participants to the i2b2/VA
2010.

6.3 Semi-supervised Methodology for Relation Extraction Between
Medical Concepts
Having discussed how to construct a supervised approach for relation
identification between medical concepts, the current section of this thesis addresses
the methods of identifying relations between medical concepts using an
unsupervised approach. This work represents small steps towards automatic
knowledge extraction from medical documents using deep learning and similarity
based methods (Budai, Bărbănțan, Dînșoreanu, & Potolea, 2016). The goal here is to
identify, in a semi-supervised manner, relations between known medical concepts
employing a deep learning strategy with Word2Vec (Rong, 2014). The current
solution requires concepts annotations, as it evaluates the similarities between
concepts to identify the relationship between them.
The relations are represented as tuples of <C1, R, C2, S> where C1 and C2 are
concept pairs (annotated in the describing relation files attached to each record). The
concepts have been previously identified in section 5.3 These tuples contain the two
concepts, the relation R between them and the similarity measure, S.
The content from the input corpus is pre-processed before training: all
punctuation marks and numbers are eliminated, all words are converted to lower
case and lemmatization is applied.
To generate the model, the neural network model employed has only one
hidden layer and it uses weight matrixes to translate input to this layer and then to
transform it into the output vector. The weights represent computed probabilities
that offer information about word neighborhoods. For example: given a word W a
vector associated to it is a set of word and probability pairs {C, P} describing that the
word C is likely to be around the word W with probability P. These weights are
assessed in the training phase and are adjusted in each step using gradient descent
with the goal of maximizing the likelihood. Finally, the weights are normalized to sum
up to 1. The probability of a word c being followed by the same word c is evaluated
to 1.
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6.3.1 Semi-supervised Methodology for Relation Identification
The proposed strategy for identifying the relations between concepts consists in
applying a deep learning algorithm provided by Word2Vec on a model employing a
continuous bag of words (CBOW) presented in more detail in section 2.1.3. The
Word2Vec implementation demonstrated as being a powerful tool to make analogies
based on vector’s location in the search space of vocabulary. The example v(king)v(man)+v(woman)=v(queen) (Rong, 2014) can be translated to the medical domain
as:
v(silvadine) - v(ulcer) + v(nasal dryness) = v(ocean spray).
The strategy for identifying relations between medical concepts consists in
the following steps: document corpus preprocessing, automatic computation of the
word similarity, and finally evaluation. We tried to treat the relations as independent
approaches and establish for each a threshold value for the cosine similarity. This
proved to be an unsuccessful approach due to the fact that the intervals of relation
identification were common between the different categories.
Building a good model requires fine tuning several parameters during the
training phase. The authors in (Levy & Goldberg, 2014) conduct an analysis on the
impact of the window size selected for a word knowing that the commonly selected
value of 5 determines a topical content. When selecting a smaller window size the
information is more focused on the word, in contrast to a linear bag of words setup.
The second setup considered by the authors is the dependency-based contexts that
are based on deriving contexts determined by the syntactic relations the word
participates in. For each word, the head and the modifiers are selected and the
contexts for each word are constructed. In contrast to the bag-of-words approach,
only the relevant contexts are selected, while the contexts in which the word is not
targeted are not included. The evaluations using a 5 window size for the bag of words
proved how it captures domain information while the dependency-based contexts
approach captures words with the same semantic type, proving Turney’s distinction
between domain similarity and functional similarity. (Turney P. D., 2012)
Pre-processing
Before computing the similarity distances between concepts, a set of preprocessing steps were applied on the corpus. Two sets of input files representing
summaries of medical reports were used. These medical reports are unstructured
annotated medical documents with concepts and relations, in English. As medical
concepts are rather seldom individual words, the challenge we needed to address
was the following: we have concepts in relations that are n-grams, i.e. they have
more than one word representing the semantic value of the concept. To deal with
multiple words concepts we adopted the strategy of building one token from the
components: we extract n-grams (components of compound concepts) and create
the corresponding artificial unigram by concatenating these words into one single
token using a separator defined by us. For example the concept “pulmonary
embolus” becomes “pulmonary-embolus”. Moreover, the tokens are brought to the
root form via lemmatization. The information regarding the concepts in the
documents is used for the transformation of concepts formed by multiple words into
a unigram. In the absence of such information, a general approach would identify the
concepts via a strategy as MedCIM.
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We need to take into consideration that part of these records, which contain
the relation (annotated) and the surrounding context, and which does not imply
overlearning and does not introduce noise. The corpus is created using a focus on
line of interests. For this purpose, a window is used on the text extracted from the
medical records to take x number of phrases before and after the focus relation. The
appropriate value of x is identified from experiments. The preprocessing steps
involve removal of punctuation and numbers, lowercase conversion, and
lemmatization. To obtain the root form of the words we used the Stanford CoreNLP
(Toutanova & Manning, 2000) lemmatization implementation.
To identify the relationships between the medical concepts the semantic
difference between vectors are computed using the cosine similarity. When the
cosine similarity between the vectors is closer to 1, the more similar the concepts
from the two vectors are, thus the relationships between the corresponding
concepts in the vectors can be determined with greater accuracy.
In our approach of relation type identification, we considered a simple case:
a context having only one word. If we chose the kth word from vocabulary as
representing the context, the input vector X will have 0 as all its elements, except the
kth, which will be 1. The output vector will give us a set of V probabilities pi which
show that given the context word, the ith from the vocabulary is likely to have
semantic value (similarity) with probability pi. Another formulation in more natural
language would be: given the word w the output vector represents the probabilities
that element at position i is followed after the word w.
The translation to hidden layer h is obtained by multiplying the input vector
with the weight vector: h = WTX. The mapping from hidden layer onto the output
layer is done by a non-linear transformation of function u, which is on the other hand
a linear transformation of the hidden layer: u=W ’ T h.
During the training the scope is to find out the weight values W and W’. We
have to obtain posterior distribution of words from vocabulary which means that we
need to maximize the likelihood:
𝑉

𝑉

𝑦𝑖 = ∑ 𝑙𝑜𝑔𝑃(𝑤𝑖 |𝑐) = ∑
𝑖=1

𝑖=1

𝑒 𝑢𝑖
∑𝑉𝑘=1 𝑒 𝑢𝑘

where C is the vector representation of the context (only one word in our
case) and wi is the word at position i in the vocabulary.
The C-BOW method allows for the identification of the semantic similarity
between concepts. The experiments showed that the best parameter settings in our
context are:
 window size: 10
 minimum vocabulary frequency: 1
 layer size (for hidden layer): 400
 negative sampling: 25
 down sampling rate:1e-4
However, 31 of the annotated concepts were missing from vocabulary even
after the experiments fine tuning. The reason is that the n-grams that contain
numbers as tokens become empty strings after the pre-processing phase. A sample
output of the trained data is shown in Table 6-4. Columns 1 and 2 present the
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concepts for which we want to determine the relationship, column 3 shows the
cosine similarity between them, and the last column shows the predicted
relationship.
Table 6-4. Relations and similarities of concepts in the input corpus.
Concept 1
intravenous-heparin
anzemet
interval-worsen-in-theleft-lung
you-incision
intracranial-pathology
urinalysis
recent-ct-scan
the-physical-examination
cardiac-exam

Concept 2
pulmonary-embolism
nausea
multilobar-pneumonia

Cosine
Similarity
0.92
0.70
0.99

TrAP
TrAP
PIP

0.99
0.98
0.75
0.99
0.96
0.99

PIP
PIP
TeCP
TeRP
TeRP
TeRP

clear-drainage
diabetes-insipidus
febrile
destruction-of-femoral-neck
acute-distress
a-diffuse-systolic-murmur

Type

6.3.2 Semi-supervised Approach Evaluation
To evaluate the performance of the proposed solution for relation
identification between medical concepts in a semi-supervised setting, we used the
dataset described in section 4.3.3.1. First, was conducted an analysis on the input
annotated data that proved that the annotations were not consistent as a number of
relations were classified in more than a single category.
Table 6-5. Evaluation of relation identification using semantic differences.
Concept 1
a-pelvicultrasound
biopsy
a-pelvicultrasound
intravenousheparin
a-pelvicultrasound

you-incision

Input data
Concept 2
extensive-fluid

Evaluation data
Concept 2
febrile

Relation
TeCP

splint-on-that-side

PIP

TeRP

a-elevated-lefthemidiaphragm
glucose-level

acutely-agitate

TeCP

TrAP

white-strip

you-incision

TrAP

TeRP

mrus-of-the-brain

multiple-focussusceptibilityartifact-within-thebrain
basilar-thrombosis

TeRP

Relation
TeRP

Concept 1
blood-culture

abnormalvasculature
extensive-fluid

TeRP

pulmonaryembolism
extensive-fluid

foul-smell-orcolorful-drainage

PIP

basilar-arterystenosis

Result

F
F
T

T
PIP

From the 6292 relations that exists in the evaluation set, 5608 relations were
categorized correctly, that is a classification rate of 89.13%. The precision, recall, Fmeasure and accuracy of obtained results per subcategories can be observed in
Figure 6-7, in comparison to the performance obtained with the supervised REMed
approach Table 6-5. Comparing the current semi-supervised and the supervised
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approach (REMed) showed that the F-measure is higher in case of the TrWP, TrCP,
TrAP, TeRP, TeCP, PIP categories, and it is smaller in case of TrIP and TrNAP. This can
be justified by the unbalanced nature of our data and the known drawback such data
are susceptible to. The correct evaluation of the classification of the relation between
medical concepts is correct when the value of the last column in Table 6-5 is T (true).
Precision

Recall

120

120

100
85.41
64.8
62.5

59.15
60

50

72.42

68.18

63.05
56

79.06

74.76

80

97.94

96.27

94.65

100

73.99

80

40

99.92
95.38

98.97
93.52 94.6590.54
85.08

66.06

60
41 44.15

32.35

40

20

27.63
21.85

29.28

26.85
25

20
4.58

0

0
TrIP

TrWP TrCP

REMed

TrAP TrNAP TeRP TeCP

PIP

TrIP

Semi-supervised approach

TrWP

TrCP

REMed

TrAP TrNAP TeRP

TeCP

PIP

Semi-supervised approach

F-measure
120

84.41

79.59
80

40

73.2

65.21
55.4

60

75.71

52.52

37.66
26.08

20

98.28

97.6

94.08

100

40

34.56
24.89
8.4

0

TrIP

TrWP

TrCP

TrAP

TrNAP

TeRP

REMed

Semi-supervised approach

TeCP

PIP

Figure 6-7. Supervised approach (REMed) performance vs semi-supervised approach.

6.4 Conclusions on Relation Identification between Medical Concepts
This chapter has demonstrated that multiple solutions can be applied on
approaching the same problem, and their selection depends mostly on availability of
annotated data. Thus, identifying the relation between concepts can be approached
either with a supervised solution - when labeled data is available- or with a semisupervised solution. Our finding also proves that a semi-supervised approach is less
sensitive to the class-imbalance in contrast to the supervised approaches.
The content in this chapter describes the two ML methods, supervised and
semi-supervised, which make the subject of Objective (1) introduced in section 1.1
Objectives. Even though at the moment the second solution is constructed following
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a semi-supervised approach, its purpose is to prepare the setup for solving the task
employing an unsupervised strategy.
We proposed the REMed solution expressed as a multi-class classification
problem tackled with SVM. Experimentally, we identified the most appropriate setup
for the multi-class classification problem which is a combination of original features,
grouped into the following categories: lexical - 3, context - 6, grammatical – 4 and
syntactic – 4, as each feature category is good at representing particular relations,
but not all. The best results we obtained are expressed as F1-measure of 74.9% which
is 1.4% better than the results reported in the literature for similar systems. The
originality of the proposed solution lies in the identification of relevant features, the
methodology to extract information from the medical records via semantic searches,
concept-to-concept relation identification and recommendations for diagnosis,
treatment and further investigations. The REMed solution introduces a learningbased approach for the automatic discovery of relations between medical concepts.
The Similarity feature we proposed has a significant influence in the classification,
and, to the best of our knowledge it has not been used as feature in similar solutions.
Our second approach attempts at generalizing the supervised solution for
relation identification by proposing a solution based on a semi-supervised method.
The results obtained using this approach are better than the ones obtained with the
ReMed approach. This proves that with enough input data that contains enough
occurrences of the concepts in different relation combinations, a semi-supervised
solution would be the recommended approach. This semi-supervised approach has
the benefit of reducing the costs, expressed mostly in terms of time involved in the
data annotation.
The results in this chapter have been acknowledged by the scientific
community through the following publications: 1 journal article (in International
Journal of Web Information Systems information – IJWIS)
Ioana Bărbănțan, Mihaela Porumb, Camelia Lemnaru, Rodica Potolea, (2016)
"Feature Engineered Relation Extraction - Medical Documents Setting",
International Journal of Web Information Systems (IJWIS), Vol. 12 Issue: 3. DOI:
10.1108/IJWIS-03-2016-0015.
and 2 research papers in the proceedings of well-known international conferences:
1. Porumb, M., Bărbănțan, I., Lemnaru, C., & Potolea, R. (2015). REMed –
Automatic Relation Extraction from Medical Documents. 7th International
Conference on Information Integration and Web-based Applications &
Services. Brussels.
2. Budai, K., Bărbănțan, I., Dînșoreanu, M., Potolea R. (2016). Learning Relations
using Semantic-based Vector Similarity. Proceedings of Proceedings of the
12th IEEE International Conference on Intelligent Computer Communication
and Processing, Cluj-Napoca, Romania.

102

Complete Flow of DSS when Mining Multi-Targeted Data

7

Complete Flow of DSS when Mining Multi-Targeted Data

“What if a cure for an intractable cancer is hidden within the
tedious reports on thousands of clinical studies? In 20 years’ time, AI
will be able to read — and more importantly, understand — scientific
text. These AI readers will be able to connect the dots between
disparate studies to identify novel hypotheses and to suggest
experiments which would otherwise be missed.
AI-based discovery engines will help find the answers to
science's thorniest problems.”
Oren Etzioni,
CEO, Allen Institute for Artificial Intelligence

Figure 4-2 in section 4.1 details the strategy we proposed with all the steps
and components involved in the transformation of unstructured data to semantically
enhanced structured data. The strategy can be used to target solutions that enable
efficient search, classification and prediction tasks of further actions. In the previous
chapters, the first three components (that deal with Unstructured information,
Semantic intelligence and Conceptual Mapping, as defined according to Figure 4-2)
have been discussed along with original strategies and their enhancements. In this
section, the focus is on the last component (Support systems) that targets the
support systems – the utilization of all the knowledge extracted for classification
tasks.
This section presents a hierarchical solution for the problem of classifying a
dataset with the following characteristics: (1) multi-label, and (2) multi-class. The
data and information extracted and assessed during the processes defined in the first
three components are saved into a knowledge base, which for the purpose of the
next task, is represented as a matrix. The columns represent features (the concepts
identified in raw documents) while the rows represent one individual (patient in case
of the medical document). The values in the table (representing the specific value of
a feature) are either numeric, binary or nominal. Some of the features have a single
purpose, that is to describe the dataset while others have a double purpose, they are
either a feature or the class depending on the problem. They are either used to
describe the dataset (in the first case) or to label the instances (the second).
As the knowledge base translates into a multi-label, multi-class dataset, the
first processing step is clustering. Our strategy proved to achieve good results in a
similar dataset structure (Potolea, Bărbănțan, & Lemnaru, 2011) (Bărbănțan &
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Potolea, Enhancements on a signature recognition problem, 2010) (Bărbănțan,
Vidrighin, & Borca, An Offline System for Handwritten Signature Recognition, 2009).
While in the medical domain the clustering approach can serve as solution for the
identification of co-morbidities, the primary purpose remains grouping the instances
into collections based on their characteristics (instances with the same features). The
goal of an initial clustering is motivated by the identification of the potential
instances sharing the same properties - that is, instances with the same label; as a
secondary effect, the clustering would narrow down the search space, by allowing
the focus just on relevant data. It could be considered as a basic selection, but not
just at feature level, but also at instance level. Each cluster is then considered in the
process of similarity identification, which is next examined to identify the most
similar cluster(s) for a new, unlabeled instance. Tackling the multi-label problem can
be accomplished in a variety of ways, as presented in Section 2.1, but an original
approach is attempted in this research and detailed below.
Our flow to predict the diagnosis for a new patient is achieved employing a
hierarchical approach. The investigations, personal and historical information about
the patient, are the subjects of several decisions, as represented in Figure 7-1. The
created patient instance is assigned to least one cluster, depending on the similarity
value (which is triggered by the different conditions the instance represents). Next,
for each cluster the number of possible matches between the instance and the
specified diseases in the clusters is identified. It is important to identify the
distribution probability towards each disease because a patient instance is not
always classified in a single class (it is often the case when patients show more than
a single medical condition). However the distribution probability it is not relevant in
the cluster assignment step due to the fact that the drill down into specific diseases
will offer more specific evidence.

Knowledge base
(i.e. Investigated and classified
EHRs)
Cluster 1

Cluster n
...

multilabel dataset

multilabel dataset

(i.e. Cardiovascular, Pulmonary)
Multi class datatset
(Angina, ... Myocardial Infarction)
Binary
Cassification
(Angina Yes/No)

...

(i.e. Psychiatry, Psychology)
...

...

Multi class datatset
(Huntington's Disease,
… OCD)
Binary
Classification
(OCD Yes/No)

Binary Classification
(Huntington's Disease
Yes/No)

Figure 7-1. Complete flow for new diagnosis classification.
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The experiments conducted in this section are with a variety of input data
sources justified one hand by the proposed objective (proposal of a domain
independent approach) and limited on the other hand by the availability of a
comprehensive and complete annotated dataset that can be used to target the
research questions.

7.1 Complete Flow for Diseases Classification. CKD Case Study
This section presents a case study, which follow the general IR process in the
attempt to tackle the problems that arise in a medical office or in the privacy of the
patient’s home. To extract information from the medical documents it is not enough
to identify the symptoms and the diseases, they need to be qualified such that the
health status of the patient can be evaluated with respect to the conditions. While
most of the information captured in the EHRs is relevant to the physician, there are
cases when polysemic words, taken out of the context, be classified as noise.

7.1.1 Review for Clinical Problem Solving
In the Clinical Problem Solving lecture given by Lucey, MD., the general
description into the physician’s reasoning during the diagnosis process is introduced
(Lucey, MD, 2015). Following the general flow of the understanding what causes a
disease and how to identify it, we defined an automatic method for making informed
decisions about patient’s health status. The diagnosis making process follows the
general pattern illustrated in Figure 7-2. When assessing the health status of a
patient present for a checkup the following examinations are performed. The
physician knows how things normally work and if the patient’s status is consistent
with the normal parameters, the investigated condition is considered as normal
functioning. Otherwise, the patient’s health is evaluated as being Abnormal
functioning that leads to the investigation of the syndromes and diseases that cause
the abnormal functioning. Figure 7-3 shows how the physician’s investigation
proceeds by capturing the isolated clinical signs and symptoms that result from the
abnormal functioning. Next, they are collected into syndromes, with the ultimate
goal of determining what types of diseases cause the syndromes. This leads to
suggesting the diseases. These findings can be further evaluated such that a
treatment can be suggested, and predicting the evolution of the health status.

Normal
functioning

Abnormal
functioning

Syndromes

Diseases

Figure 7-2.Understanding what causes a disease.
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S1

D1

S2

S'1

S'2

D3
D4

S3

Signs and symptomes

D2

Syndromes

Diseases

Figure 7-3. Clustering of isolated signs and symptoms into syndromes and causing
diseases.
Three types of features are used to describe similar diseases: syndrome
features that occur in all similar diseases, differentiating features that occur in a
smaller number of diseases (also known as constellation of diseases) and key features
that are present only in one of the similar diseases (Lucey, MD, 2015). The four
components of the illness script computed by the physician for each disease are
similar to the content of a patient’s EHR. However, the diagnosis making process is
not always completely accurate as there are known causes of diagnostic error due to
the input information collection or the analysis performed.
1. Clinical input error
Wrong data collected due to an incorrect way of asking the questions about patient’s
history or due to the incorrect interpretation of physical examinations. The lack of
clinical skills count as clinical input error as well.
2. Clinical analysis error
Even though the physician acquired the right data, inaccuracies may occur due to the
clinical evaluation and interpretation. The root causes of these errors could be the
cognitive bias or the lack of knowledge when the disease itself or its characteristic
are ignored. The cognitive bias is due to the following:
 Availability heuristic when the present patient has a condition that is
consistent with the condition of a previously seen patient
 Confirmation bias occurs when the physician favors the data that supports
the initial hypothesis, rather than rejecting the initial hypothesis
 Over confidence bias is introduced when the physician relies heavily on the
opinion of experts
 Premature closure occurs when the physician stops looking for additional
disease features as soon as the first feature has been identified. The statistics
have shown that the most commonly missed feature is the second one.
Supervised machine learning methods and rule-based methods have been
proposed for identifying the values associated to the medical concepts in clinical
documents. The authors in (Doan, Collier, Xu, Hoang Duy, & Phuong, 2012) propose
an ensemble classifier composed of a rule-based system, a SVM and a CRF model to
recognize medication information from clinical text. The features extracted to build
the classification model consisted of word features, POS tags, morphologic features
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to capture the affix information, orthographic features to analyze the way a word is
written, history features, and semantic tag features.
Addressing the same task of mapping values to medical concepts, the authors
in (Jiang, Wu, Shah, Priyanka, & Denny, 2014) exploited the information in the
RxNorm ontology to identify the medication concepts. The error analysis following
the evaluation of the performance of the proposed solution proved that the recall
errors are related to the unrecognized synonyms, abbreviations, or misspelled
words.

7.1.2 Diagnosis Classification Methodology
A supervised learning approach was used to validate the solution for
establishing the presence or absence of a disease. The Chronic Kidney Disease
dataset from the UCI Machine Learning Repository was used (UCI Machine Learning
Data Repository, n.d.), which is presented in more detail in Section 4.3.3.2. For each
type of attribute (nominal, binary and numeric), specific rules have been defined
such that the values from the text can be mapped to the attributes. Each EHR
instance was converted with the proposed knowledge extraction technique into an
instance.
The topic currently addressed is the classification of the health status of a
patient, namely if he/she suffers from a specific disease or not. The solution was first
introduced in (Bărbănțan & Potolea, Learning Diagnosis from Electronic Health
Records, 2016). To tackle this challenge, the pair <concept, value> needs to be
identified and extracted from the input data (EHRs). The values can either be
explicitly stated in the text as numbers or strings, or they can be inferred based on
the context.
To instantiate the methodology, the following data setup has been employed:
(1) the knowledge base consisted of a collection of instances of patients that were
classified as either suffering of CKD or not. To classify a new patient and determine
whether they should be classified in the CKD or NOTCKD class, the information about
is extracted from the EHR and a new dataset instance was created; (2) the new
instances were classified with respect to the knowledge base. The CKD model was
created by training the data using the J48 implementation of the Decision Tree
classifier from Weka (Hall, et al., The WEKA Data Mining Software: An Update, 2009).
The features that describe the CKD dataset can be classified as categorical
and numerical with respect to the data type. To identify the feature in the data, a
mapping strategy was defined. In free text, the words can be found with their base
form or expressed using synonyms, abbreviations or domain specific shortenings,
information captured in the SNOMED ontology.
To identify the values for the categorical features, the same mapping
technique was defined, using equivalence classes, containing the synonyms and
acronyms of the terms when dealing with string values.
In case of nominal values expressed as a sequence of numerical values, the
values identified for the patient needs to be compared to the values predefined for
the categories of the feature and selected the correct one.
Syndromes or diseases are usually evaluated using Boolean values. For these
concepts their presence or ruling out is relevant, that is why for the Boolean value
extraction a negation analysis is required. In the particular case of the CKD, the
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underlying conditions of hypertension, diabetes mellitus or coronary artery disease
are cues for the CKD. To identify the negations, the NegEx (Chapman, Bridewell,
Hanbury, Cooper, & Buchanan, 2001) strategy was used for syntactic negations, and
the PreNex strategy for the morphologic negations (Bărbănțan & Potolea, Exploiting
Word Meaning for Negation Identification in Electronic Health Records , 2014).
The characteristics that describe the CKD condition are extracted and mapped to the
dataset based on the definitions and relations defined in the SNOMED ontology, as
described in the section 5.3. While the age attribute is not included in the ontology
a pattern based strategy was used to extract this particular information. The age
attribute can be found under several articulations across the EHRs, such as “y/o”, “
year old” or “age”. The words “y/o”, “ year old” or “age” are markers for extracting
the age feature that must be a numeric value. The condition is imposed by the
training data as the data type associated to age is continuous. Not mentioning the
actual numeric age of the patient assigns the unknown value to the feature age “?”,
just like in the case of an ambiguous mention of age such as “elderly” or “young”.
The data structure and representation from the training data imposes the
way the test set is built. For each type of attribute (nominal and numeric) specific
rules have been defined such that the values from the text can be mapped to the
features. Each EHR instance was converted with the proposed knowledge extraction
technique into an instance.
The knowledge flow (referred to in the following as KF) chosen in this
approach is receives as input data the CKD dataset. The model is created employing
the Bayes classifier and evaluated with a 10-fold cross validation setup.
The EHR samples were collected from the MTSamples dataset (Transcribed
Medical Transcription Sample Reports and Examples, n.d.) and consisted of 32 EHRs:
16 describing patients suffering from CKD and 16 not suffering from CKD. The EHRs
followed the flow proposed in section 5.3. First the EHRs were sent to the preprocessing components for normalization purposes. Then, the relevant concepts
were extracted and assessed (including also negation identification and mapping of
the values associated to the concepts). The last step, representing the choice of
solution was detailed in this section, thus the solution represents the EHR
information classification as whether it is CKD or not. The results of the classification
showed an accuracy of 81.25%, for the 32 new EHR instances.
Discussion
There are some issues that need to be discussed regarding the content of the
EHRs utilized in the evaluation and the information contained in the knowledge base.
While the knowledge base is composed of features that describe the CKD condition,
these were not always found in the EHRs that describe the health status investigated
and classified by the medical doctor. For this reason, three instances of the CKD class
are empty, thus their classification is always incorrect due to the missing information
requested by the knowledge base. And that is different institutions, and to that end,
medical doctors use different strategies for determining the cause of patients’
suffering. This showing the utility of collecting and linking as many sources of data as
possible, even if their structure and purpose are dissimilar, and therefore require
some data fusion preprocessing task.

108

Complete Flow of DSS when Mining Multi-Targeted Data

7.2 Multi-label classification (the MABELED approach)
To identify whether a patient suffers from a particular disease, a supervised approach
requires the following input: examples to learn the patterns for the disease
(instances representing patients) and the description health status of the patient that
is investigated. Provided that an appropriate number of examples are provided (both
positive and negative), this simple classification performs well. But in the medical
domain, this simple case is not encountered that often. Assessing the health status
of a patient does not always lead to a single, individual medical condition. It is a
known fact that numerous health conditions are correlated and influence each other,
thus implying comorbidity in a patient. There is a degree of ambiguity around the
terminology concerning comorbidity. The term defines a patient’s health status
when 2 or more conditions coexist. A number of related constructs are used to refer
to comorbidity: multimorbidity, morbidity burden, and patient complexity (Huntley,
Johnson, Purdy, Valderas, & Salisbury, 2012). The authors in (Valderas, Starfield,
Sibbald, Salisbury, & Roland, 2009) propose an in depth analysis of the comorbidity
in patients which includes term definition, the nature, importance, and complexity
of this health condition. The presence of a number of conditions in a patient can be
a result of chance, selection or causal associations. A common and simple example
of co-occurring conditions is chronic obstructive pulmonary and liver disease
considering that they are caused by habits that are correlated: smoking and alcohol
consumption. This research is an attempt on co-morbidity identification from the
medical information stored in the medical records of a patient, tackling the multiple
health conditions that a patient can suffer from, by considering the problem as a
multi-label classification one. The approach starts with the collection and extraction
of features from the EHR belonging to the patient that is investigated. The content
of the EHR is mapped onto a feature vector that is represented by a set of attributes,
grouped into symptoms and conditions. The symptoms are the actual features, while
the conditions could be either features or classes (actual labels that briefly
characterize the patient’s condition).
Usually the medical datasets contain untraceable anonymized data. The
amount of labeled medical data made available for research is limited, due to
confidentiality and security reasons. The access to a dataset that is both multilabeled and contains multiple classes is difficult to access. Because of these
limitations regarding medical datasets, to evaluate the strategies we proposed for
tackling the multi-label multi-class dataset have been evaluated on datasets from
different domains, but carry the same characteristics.
While for the single-class classification problem, several medical dataset are
easily available, for the multi-label problem, to the best of our knowledge no labeled
dataset is available and hence, as proof of concept, a dataset from a different domain
has been considered. In our specific approach, the multi-label problem does not
target the extraction and collection of the features. These are used with no domain
specific purpose and they can always be replaced by the needed domain specific
concepts, thus extending the analysis to actual medical conclusions. In the supervised
setting, the fact that the dataset is not dependent on the medical domain, just proves
that the overall solution we propose becomes domain independent, thus targeting
the objectives proposed at the beginning of the research.
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7.2.1 Literature Review for Multi-label Classification
For the transformation of the manual process of diagnosis identification
accomplished by a physician into an automated process, the sequence of steps
followed by a physician need to be converted into machine understandable steps.
Moreover, all the knowledge a physician references needs to be fed in, as training
data to an algorithm that learns patterns and can evaluate the health status of the
patient. As a patient can suffer from more than one medical condition at a time,
translating the health status into a Machine Learning task, enables multi-label
classification. A solution for handling such dataset, but for assessing reviews, is
presented in (Sajnani, et al., 2014). The researchers in carried out a series of studies
for the restaurant reviews provided for the Yelp Challenge. The dataset is presented
in more detail in Section 4.3.3.3. The researchers proposed a supervised approach
for handling the multi-label classification problem via ensemble classifiers. The
proposed solution attempts at transforming the multi-label problem in multiple
binary problems, thus they trained 4 classifiers, one for each label (food, ambience,
service, and deals). Each review is further assigned a code based on the combination
of labels that can be used to label it. All possible combinations of labels were
evaluated and datasets were generated such that all cases were covered. To evaluate
the test dataset, a majority voting approach was employed on the ensemble of
classifiers using Decision Trees. The performance of the proposed solution was
evaluated using precision and recall on both the training and testing datasets. The
best reported results were precision of 72% and recall of 71% on the training dataset,
and 72%, 70%, respectively on the testing dataset.

7.2.2 MABELED Methodology
Once the medical concepts have been identified and extracted along with
their associated values, the data can be exploited to solve various tasks using DM
strategies, such as identifying the relation between the extracted concepts or
predicting the patient’s diagnosis. The first step in developing the learning approach
is understanding the purpose of the solution and defining a strategy of achieving it
in the setup imposed by the content. Identifying the relations between concepts
becomes a problem of finding patterns in data.
The solution introduced throughout this research leads to the construction
and exploitation of a high dimensional and sparse matrix. The Data Mining problem
tackled by exploiting this matrix addresses several tasks: multi-class and multi-label
classification with high dimensionality. Throughout the research, we attempted at
solving each of the previously mentioned tasks by proposing original and competitive
solutions for each particular task. The current solution proposed for multi label
classification is referred throughout the thesis as MABELED (Multi lABEL weightEd
Distribution).
A generic representation of the mentioned matrix is shown in Equation 7-1.
Each instance (row of the matrix) can belong to several classes, each class being
binary 𝑐𝑖 ∈ {0, 1}.
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Equation 7-1. The generic representation of the knowledge base as a sparse matrix.
⋯
𝑀𝑛𝑋𝑚 = ( ⋮ ⋱ ⋮ ) Eq. (7-1)
⋯
The attributes describing the dataset are represented by the following notation:
Equation 7-2. The generic representation of attributes in the knowldge base.
𝐴 = {𝑎0 , 𝑎1 , … , 𝑎𝑛 } Eq. (7-2)
An instance in the matrix is defined as a function of the attributes, such as:
Equation 7-3. The generic representation of an instance in the knowldge base.
𝑀𝑖,𝑗 = 𝑓(𝑎0 , 𝑎1 , … , 𝑎𝑛 ) Eq. (7-3)
The labels are represented as a separate collection that is included in the list of
attributes that describe the dataset:
Equation 7-4. The generic representation of the labels associated to an instance in
the dataset.
𝐿 = {𝑙𝑜 , 𝑙1 , … , 𝑙𝑟 } such that 𝐴 ⊆ 𝐿 Eq. (7-4)
The probability distribution of an instance across a specific class is:
Equation 7-5. The generic representation of the probability distribution of the
instances across the classes defined in the dataset.
𝑃(𝑀𝑖,𝑗 ) = (𝑝1 , 𝑝2 , … , 𝑝𝑟 ).
where 𝑝𝑖 is the probability distribution over label 𝑙𝑖 . In the proposed
MABELED approach, each label becomes the class, as detailed in the following.
The proposed approach for handling the multi-label classification problem
starts with the construction of new artificial datasets. When a single label is used to
classify the instances, we call the instance as being a pure instance, while all the
instances that can be labeled with two or more labels, we refer to them as multilabeled samples. The classification of the instances in the two categories allow for
the hierarchical construction of the datasets.
Level 1. Reference dataset
Equation 7-6. The reference dataset.
𝐷𝑟𝑒𝑓 =∪ 𝑀𝑖,𝑗 𝑤ℎ𝑒𝑟𝑒 ∃! 𝑎𝑘 𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡 𝑎𝑘 ∈ 𝐿 𝑎𝑛𝑑 𝑎𝑘 = 1. Eq. (7-6)
The pure instances dataset contains all the instances from the train dataset
that belong to a single label. The dataset is used to create the reference dataset that
is used to classify all the other instances, that can have two or more labels. The puretrain dataset suffers alterations from the initial train dataset, as the labels are
removed and a new attribute class is added.
Level 2. Weighted reference dataset
Equation 7-7. The weighted reference dataset.
𝐷𝑤 =∪ 𝑀𝑖,𝑗 𝑤ℎ𝑒𝑟𝑒 ∃ 2 𝑎𝑘𝑖 , 𝑎𝑘𝑗 𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡 𝑎𝑘𝑖,𝑗 ∈ 𝐿 𝑎𝑛𝑑 𝑎𝑘𝑖,𝑗 = 1. Eq. (7-7)
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All the instances from the initial train dataset that have two or more labels
are classified according to the model generated with the reference dataset.
The final training dataset was constructed with all the instances from the
initial training dataset and enhanced with the following properties. The training
dataset is represented in equation
Equation 7-8. The trainig dataset constructed with the MABELED
methodology.
𝐷𝑠𝑖𝑛𝑔𝑙𝑒 ⊆ 𝑀𝑖,𝑗 ∗ 𝑝𝑘 , 𝑤ℎ𝑒𝑟𝑒 𝑝𝑘 ≥ 0.2. Eq. (7-8)
For each instance, the probability distribution of the labels across the all the possible
classifications are computed. When the distribution has a value larger a predefined
threshold (determined experimentally), the instances is added to the weighted to the
dataset with the following parameters: the class of the instance is the label with the
value computed and the instance is added to the dataset with a weight that is actually
the computed distribution. This procedure artificially increases the number of the
instances from the train set, but preserves the influence of the instances due to the
inclusion of the weight information. Weighting the instances forces the algorithm to
focus in those with a higher weight, thus increasing the classification accuracy.
Weighting the instances does negatively influence the behavior of the J48 algorithm.
It is capable of handling fractional instances when handling missing values (Witten &
Frank, 2005).
Test dataset
The test dataset becomes the subject of a similar transformation. Each
instance was classified against the previously created dataset and evaluated based
on the class distribution. All class distributions with a value above the threshold
(determined experimentally) are considered as labels for the test instances. To
evaluate the performance of the classification on the test dataset, the labels assigned
to the test instance in the test set are compared against the labels resulted from the
threshold condition.
MABELED Evaluation
An instance can have any number of labels form the ones defined in the
dataset. The Reference dataset was built from 4246 pure instances, the other 2600
contain two or more labels and are used for creating the Reference dataset. The
threshold value determined experimentally for determining the weights and labels
of the instances to be included in the datasets, was 0.02.
The classification accuracy of the reference dataset in a 10-fold cross
validation setup with Decision Trees (the J48 implementation) is of 85.09%. The
performance expressed as Precision is 85.11%, Recall 85.09%, and F-measure
85.09%.
The final results we report on the testing dataset are 71.21% precision and
73.39% recall, whereas on the training dataset the proposed solution performs even
better, as we report a precision of 84.28% and recall of 84.29%. The values are
comparable to the results reported by the researches in (Sajnani, et al., 2014). The
differences between precision and recall when comparing the two approaches are
resulted from the domain dependence assumption. When being interested in
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receiving recommendations, one is more interested in receiving reviews with a high
degree of confidence; in the medical domain recall carries a bigger importance, as
the well-known idiom states “prevention is better than a cure”.
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Figure 7-4. Performance comparison between the ensemble classification using Decision
Tress (Sajnani, et al., 2014) and the original MABELED approach.

7.3 Conclusion on Mining Multi-Targeted Data
The findings show that in the medical domain a clean classification for the
health status of a patient is not always possible. Thus, it is important that the medical
doctors are presented all hypothesis so they know what other medical conditions
they also should look into. To that end, the approach we propose displays the
classifications of the current investigations in the order of the most probable medical
condition up to the least medical condition based on the probability distributions
across the classes (in this case, the diagnosis). The approach indicates and proves
what is already known, but is not actually applied in the medical domain, regarding
co-morbidities. Whenever patients are investigated for a specific medical condition,
they may also suffer from other conditions (than the ones for which the
investigations are conducted) that have not already developed symptoms form, may
have been cured from the condition and it relapsed, or are unware of. These findings
are possible due to the use of a massive knowledge base of patients that have
previously been investigated and treated. This knowledge base requires a constant
update such that all the new findings are included and further used to classify the
new patients.
The approach in this chapter supports the management of the sources of
clinical errors (as stated at the beginning of the chapter). That is why, in order to
reduce the human errors, all hypothesis (represented as probabilities of patients
suffering from specific conditions) must be considered for further evaluation.
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The findings can easily be applicable to different domains, where multiple
classifications are available. Such domains target sentiment classification, nonscientific article classification, music genre classification and many more.
The study set out in this chapter, attempts at assessing a complete solution
for classifying a multi-class, multi-label problem. Experimentally, the most suitable
classifier was determined. Strategies to make good use of the clustering technique is
evaluated and the experimental findings show that each cluster works better
employing a particular classifier.
The findings of this study have been acknowledged by the scientific
community through publication of 3 research papers, presented at international
conferences
1. Bărbănțan, I., & Potolea, R. (2016). Learning Diagnosis from Electronic Health
Records. International Conference on Knowledge Discovery and Information
Retrieval (KDIR), (pg.344-351). Porto, Portugal.
2. Bărbănțan, I., & Potolea, R. (2010). Enhancements on a signature recognition
problem. IEEE International Conference on Intelligent Computer
Communication and Processing (ICCP), (pg. 141-147). Cluj-Napoca.
doi:10.1109/ICCP.2010.5606446
3. Bărbănțan, I., Vidrighin, C., & Borca, R. (2009). An Offline System for
Handwritten Signature Recognition. IEEE 5th International Conference on
Intelligent Computer Communication and Processing (ICCP), (pg. 3-10). ClujNapoca. doi:10.1109/ICCP.2009.5284793
and a research paper in Lecture Notes in Business Information Processing
Potolea, R., Bărbănțan, I., & Lemnaru, C. (2011). A Hierarchical Approach for the
Offline Handwritten Signature Recognition. În J. Filipe, & J. Cordeiro, Enterprise
Information Systems. Lecture Notes in Business Information Processing. 12th
International Conference, ICEIS 2010, Funchal-Madeira, Portugal, June 8-12,
2010, Revised Selected Papers (Vol. 73, pg. 264-279). Springer Berlin Heidelberg.
doi:10.1007/978-3-642-19802-1_19
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The main goal of the current study was to enable the extraction of
knowledge from unstructured data, collected in raw format.

The research in this thesis was set out to determine a complete strategy for
exploiting the unstructured documents. The main goal of the current study was to
enable the extraction of knowledge from unstructured data, collected in raw format.
The approach proposed to achieve the goal provided solutions for data
transformation, cleaning, filtering, classification, structuring, and specific semantic
enhancements.
The real world problem tackled by this research was the design of an Assistive
Decision Support System. The targeted aims included the increase of the
performance of the existing solutions while decreasing the costs expressed as time,
effort. These aims were instantiated throughout the thesis by the direction of the
design of the solutions which targeted domain and language independence,
unsupervised leaning and the ability to handle unstructured data.
Even though the proposed solution was mainly validated on medical data, the
findings are complemented with similar strategies for demonstrating the domain
independent character of the solution. The proposed strategies have been validated
in the context of the English language. Nevertheless, these strategies proved to be
supported when instantiated on other languages, while ensuring that the external
resources – linguistic tools and language specific data sources – are available and
employed. These findings enabled the proposal of a cross-language approach.
The general context is set up to describe a decision support system driven by
documents and knowledge, which results in different strategies proposed for
handling data in free format, enhanced with semantic information delivered from
standardized sources like dictionaries, taxonomies, nomenclatures, and ontologies.
The findings enhance the performance and scope of the existing strategies for
overcoming real world problems targeting semantic relations. The most significant
benefits have been noticed when tackling the tasks of disambiguation via context
based concept classification and negation identification.
The main original contributions presented throughout this thesis can be
grouped into:
1. General NLP and TM contributions – theoretical:
 A comprehensive study and analysis of existing challenges and
approaches for handling unstructured data sources, semantic
enhancements, exploiting formal structured data sources
(sections 0 and 2)
 An original general approach for an Assistive Decision Support
System driven by data and knowledge (section 3)
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An original approach for negation identification from text that
targets both domain independence and language independence
(sections 5.1 and 5.2)
An original general approach for identification of the relevant
concepts in a text with recommendation upon the selection of
external resources (section 5.3)
A method for extracting text-based features consisting of n-grams
and part of speech tags along with a quantitative assessment
(section 6.2)
A method for assessing the values of concepts based on text
references or on the context (section 7.1)

2. General NLP and TM contributions – practical (implementation,
validation, evaluation):
 A complete solution for an Assistive Decision Support System
(section 3)
 Solutions for morphologic negation identification from documents
employing dictionaries and ontologies as external resources for
information filtering and classification (section 5)
 A solution for cross-language negation identification (section 5.2)
3. General DM contribution – theoretical:
 A hierarchical approach for classifying data represented as multidimensional sparse matrix targeting multi-class and multi-labeled
classification, feature extraction and selection, performance
assessment (section 7.2)
 Proposal of supervised vs semi-supervised methodologies for
identifying relations between concepts (section 6)
 A strategy for feature engineering (identification, extraction,
selection) (section 6.2)
4. General DM contributions – practical (implementation, validation,
evaluation):
 A solution for multiclass classification in a dataset with a large
number of features for classifying relationships between concepts
in text (section 6.2)
 A solution and recommendations for feature selection (section
6.2)
 A solution for tackling the multi-label classification problem using
probability distribution and weights (section 7.2)
5. Domain specific contributions – theoretical:
 A strategy for morphologic negation identification from medical
documents (section 5.1)
 A cross-language strategy for morphologic negation identification
from medical documents (section 5.2)
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Approaches for classifying the relations between medial
documents comparing supervised and semi-supervised learning
methodologies (section 6)
A method for extracting and assessing the values of concepts
based on text references or on the context (section 7.1)
Complete strategy that targets to identify whether a patient
suffers from a specific disease, staring from the extraction of
information from the medical record (section 7.1)

6. Domain specific contributions – practical (implementation, validation,
evaluation):
 Two solutions for morphologic negation identification instantiated
on the medical domain (BOW-NPI, PreNex) (section 5.1)
 A cross language morphologic negation identification solution
instantiated for the medical domain (RoPreNex) (section 5.2)
 A solution for extracting the relevant concepts from medical
documents (MedCIM) (section 5.3)
 Instantiation of the general complete approach for an Assistive
Decision Support System on determining whether the health
status of a patient includes the existence of a chronic kidney
disease (section 7.1)
 A supervised solution for relation identification between medical
concepts (REMed) (section 6.1)
 A semi-supervised (towards unsupervised) solution for relation
identification between medical concepts (section 6.2)
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Figure 9-1 displays the timeline of the publications have been published
during the research period. The research results presented in this thesis have been
disseminated within the scientific community, through the publication of:
- 1 journal article as first author
- 3 book chapters – 2 as first author – published in Springer Lecture Notes in
Business Information Processing series
- 12 research papers – 9 as first author (indexed in IEEEXplore – 5, CROSS-REF
– 6, DBLP – 3, ACM-DL – 2, SCOPUS – 1)
- 16 independent citations

Figure 9-1. Publications timeline.
The dissemination of the research results was partially funded by the project Brained
City - Information Technology based Innovative Development of Cluj-Napoca Fully
Integrated Urban Ecosystem.
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1. Care Management: Contains actions and activities related to patients
1.1. Record Management
- Capture standardized or unstructured data
1.1.1. Identify and maintain a patient record for each patient
1.1.2. Manage patient demographics
1.1.3. Data and documentation from external sources
1.1.3.1. Capture data and documentation from external clinical
sources
1.1.3.2. Capture patient-originated data
- distinguish between patient-originated data entered by
the patient, a surrogate nor an informant
1.1.3.3. Capture patient health data derived from administrative and
financial data and documentation
1.1.4. Produce a care record summary
1.1.5. Present ad hoc views of the health record
1.2. Manage Patient History
1.3. Preferences, directives, consents and authorizations
1.3.1. Manage patient and family preferences
1.3.2. Manage patient advance directives
1.3.3. Manage consents and authorizations
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Figure 0-1. EHR functional model (Fischetti, Mon, Ritter, & Rowlands, 2007).
1.4. Summary lists
1.4.1. Manage allergy, intolerance and adverse reaction list
1.4.2. Manage medication list
1.4.3. Manage patient specific problem lists
1.4.4. Manage Immunization List
1.5. Manage Assessments
1.6. Care plans, treatment plans, guidelines, and protocols
1.6.1. Present organizational guidelines for patient care as appropriate to
support planning of care for those organizations that provide treatment
services beyond initial assessment and evaluation
1.6.2. Provide administrative tools for healthcare organizations to build care
plans, guidelines and protocols for use during patient care planning and
patient care
1.7. Orders and referrals management
1.7.1. Manage medication orders
1.7.2. Non-medication orders and referrals management
1.7.2.1. Manage nonmedication patient care orders
1.7.2.2. Manage orders for diagnostic tests
1.7.2.3. Removed
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1.7.2.4. Manage referrals
1.7.2.5. Manage order sets
1.8. Documentation of care, measurements and results
1.8.1. Manage medication administration
1.8.2. Manage Immunization administration
1.8.3. Manage results
1.8.4. Manage patient clinical measurements
1.8.5. Manage clinical documents and notes
1.8.6. Clinical Decision Support Use Tracking
1.9. Generate and record patient-specific instructions
2. Clinical Decision Support
2.1. Manage Health Information to Provide Decision Support
2.1.1. Support for standard assessments
2.1.2. Support for Patient Context- driven Assessments
2.1.3. Support for identification of potential problems and trends
2.1.4. Support for patient and family preferences
2.2. Care and treatment plans, guidelines and protocols
2.2.1. Support for condition based care and treatment plans, guidelines,
protocols
2.2.1.1. Support for standard care plans, guidelines, protocols
2.2.1.2. Support for context-sensitive care plans, guidelines, and
protocols
2.2.2. Support consistent healthcare management of patient groups or
populations
2.2.3. Support for research protocols relative to individual patient care
2.2.4. Support self-care
2.3. Medication and immunization management
2.3.1. Support for medication and immunization ordering
2.3.1.1. Support for drug interaction checking
2.3.1.2. Support for patient specific dosing and warnings
2.3.1.3. Support for medication recommendations
2.3.2. Support for medication and immunization administration
2.4. Orders, referrals, results and care management
2.4.1. Support for order sets
2.4.2. Support for nonmedication ordering
2.4.3. Support for result interpretation
2.4.4. Support for referrals
2.4.4.1. Support for referral process
2.4.4.2. Support for referral recommendations
2.4.5. Support for Care Delivery
2.4.5.1. Removed Support for safe blood administration
2.4.5.2. Support for accurate specimen collection
2.5. Support for Health Maintenance: Preventive Care and Wellness
2.5.1. Present alerts for preventive services and wellness
2.5.2. Notifications and reminders for preventive services and wellness
2.6. Support for population health
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2.6.1. Support for epidemiological investigations of clinical health within a
population
2.6.2. Support for notification and response
2.6.3. Support for monitoring response notifications regarding a specific
patient’s health
2.7. Support for knowledge access
2.7.1. Access healthcare guidance
2.7.2. Patient knowledge access
3. Operations Management and Communication
3.1. Clinical workflow tasking
3.1.1. Clinical task assignment and routing
3.1.2. Clinical task linking
3.1.3. Clinical task tracking
3.2. Support clinical communication
3.2.1. Support for interprovider communication
3.2.2. Support for Provider Pharmacy communication
3.2.3. Support for communications between provider and patient and/or
the patient representative
3.2.3.1. Support
for
documentation
of
nonface-to-face
communications between provider and patient and/or the patient
representative
3.2.3.2. Support for electronic communications between provider and
patient and/or the patient representative
3.2.4. Patient, family and care giver education
3.2.5. Communication with medical devices
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The following pages provide a listing of two research papers for the work
presented in the current thesis.
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